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a b s t r a c t

The governing equations of the flow of an oldroyd-B fluid are discretized using the finite element
method. To overcome the convective nature of the momentum equation, the Galerkin/Least-Squares
Finite Element Method (GLS/FEM) is used while the Discrete Elastic–Viscous Stress-Splitting (DEVSS)
method is used to overcome the instability due to the absence of diffusion in the constitutive equations.
The discretized equations are implemented on a hybrid system between the Graphics Processing
Unit (GPU) architecture using Compute-Unified-Device-Architecture (CUDA) and a multi-core CPU. The
implementation is applied successfully to simulate the blood flow in abdominal aortic aneurysm. To
accelerate application performance on the GPU several optimized approaches are adopted. The most
significant approach is the coloring technique that is used to assemble the global matrix. Numerical
experiments show that the hybrid CPU-GPU implementation has a 26 time speedup over the multi-core
CPU implementations.

© 2020 Published by Elsevier B.V.
1. Introduction

In this paper, our main interest is implementing the
alerkin/Least-Square (GLS) Finite Element Method (FEM) cou-
led to the Discrete Viscous Elastic Split (DEVSS) method on
Graphics Processing Unit (GPU) architecture. The implemen-

ation is applied to simulate the flow of blood in abdominal
ortic aneurysm. The aneurysm is a balloon like in the arterial
essel, causes blood dilation in the artery. The Abdominal Aortic
neurysm (AAA), found in the infrarenal segment of the abdom-
nal aorta between the renal arteries and the iliac bifurcation,
s one of the most dangerous location of aneurysms. The AAA
s the 15th leading cause of death [1] as the overall mortality
ate following aneurysm rupture may exceed 90 percent [2].
herefore determining a real time simulation of the flow pattern
nd the normal and shear stresses resulting from the mechanical
nteraction between blood flow and artery wall is important
s failure happens if the stresses exceed the wall strength. In
revious studies, the blood was considered either Newtonian [3–
] or generalized Newtonian [7,8] fluid or as viscoelastic fluid
ith constant viscosity [9,10].

✩ The review of this paper was arranged by Prof. David W. Walker.
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echnology, Hoboken, NJ, 07030, USA.

E-mail address: mahmoudayad91@hotmail.com (M. Ayyad).
https://doi.org/10.1016/j.cpc.2020.107495
0010-4655/© 2020 Published by Elsevier B.V.
The stabilized GLS/FEM method is used to simulate the flow
of the blood in the AAA. The blood viscoelasticity is accounted
for using the Oldroyd-B model [11]. The DEVSS method [12] is
used to suppress the associated instabilities from the convec-
tive term in the Oldryd-B model, while the Pressure stabiliza-
tion technique [9,10,13] is used to treat the incompressibility
condition.

The Finite Element Method (FEM) is one of the most popular
numerical techniques used to solve differential equations. FEM
has two main milestones that are computationally expensive,
namely the assembly of the global matrix and solving large sys-
tem(s) of linear equations. To overcome these drawbacks, many
researches have been conducted on solving FEM using Graphics
Processing Units.

Ceka et al. [14] studied the finite element global matrix as-
sembly process using GPUs that also imply numerical integration
techniques and used coloring technique to assemble the global
matrix. The coloring technique is based on assembling the non
adjacent elements at the same time. Therefore, it is not required
to assemble the global matrix element by element in series. The
main disadvantage of this approach is the large size of mem-
ory storage needed to save these matrices. On the other hand
matrix-free techniques are proposed in [15–17] which require to
calculate the entries of the matrix multiple times during each
time step resulting in high computational efforts that may lead
to failure in some cases [14]. Kucher et al. [18] extended the
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PACXX software, which improves the portability of program de-
velopment to be compatible with different architectures, with a
generic profiling interface. They experimented this new feature
with integrating the PACXX with the DUNE framework which
helped in the performance portability over different architectures
and significantly improved the code maintenance.

GPUs have been extensively used as high-performance
general-purpose graphics processors (GPGPU). Over the past few
years, GPUs have been used for general purpose computations
because of their high memory band width and computational
power relative to CPUs. In addition, real time simulations require
high computational power which is difficult to be done on CPUs.

Early studies on implementing finite element methods (FEMs)
using GPUs have mainly focused on solving large sparse linear
system of equations that resulted from the FEM discretization
[19–21] on GPUs. Later studies focused on parallelizing the gen-
eration of local matrices and the assembly of the global matrix
and showed significant speedups [14,15] but this needs large data
transfer from and to the memory. To avoid this large data trans-
fer, some researchers focused on other explicit algorithms like
discontinuous Galerkin method [22–24]. Discontinuous Galerkin
method received much attention because there is no need to as-
semble the global matrix due to its element-level decomposition.

In this study, the Galerkin/Least-Squares finite element
method is implemented and its performance is studied on GPU
for the fist time as well as new hybrid system between the GPU
and the CPU is presented.

The rest of the paper is organized as follows. Section 2 in-
troduces the governing equations and how to model the blood
as a viscoelastic fluid. The governing equations are discretized
using the Finite Element Method (FEM) in Section 3. The GPU
implementation of the FEM is introduced in Section 4. Finally,
Section 5 presents the results of the numerical simulation and
the speed up of the GPU implementation.

2. Governing equations

For non-polar incompressible isothermal fluids, the governing
equations in non-dimensional form are:

• the continuity equation,

∇.V = 0 (1)

where V is the velocity vector and ∇ is the vector differential
operator (nabla).

• the balance of momentum,
∂V
∂t

+ V.∇V = −∇p +
1
Re

∇.τ (2)

where Re is the Reynolds number, t denotes time, τ is the
extra stress tensor and p is the isotropic pressure.

• the constitutive equation,
The oldroyd-B model [11] is used, in which the extra stress
tensor τ is assumed to be a linear superposition of two
components; the viscoelastic component τp which is the
upper-convected Maxwell model and the purely Newtonian
contribution τs:

τ = τs + τp (3)

the Newtonian contribution for incompressible fluids is:

τs =
2β
Re

D (4)

and the polymeric contribution is calculated from the fol-
lowing equation:
∂τp

+ (V.∇)τp − (∇V)τp −τp(∇V)T +
1

τp = 2
1 − β

D (5)

∂t We WeRe
where, We = λU∞/L is the Weissenberg number, λ is the
relaxation time, U∞ is the freestream velocity, and L is the
characteristic length. β =

µs
µs+µp

is the viscosity ratio, where
µs is the solvent viscosity, and µp is the polymer shear-rate
viscosity. D is the symmetric part of the velocity gradient.

3. Finite element formulation

The pressure stabilization technique [9,10,13] is used to treat
the incompressibility constraint in which the modified continuity
equation, becomes:

∇.V = ϵ∇2p (6)

where ϵ is the pressure dissipation parameter. In the present
formulation (6), equal order interpolation functions are used for
all variables since the pressure stabilization technique aims to
restore the link between the continuity equation (1) and the mo-
mentum equation (2) by adding a second order derivative term
of pressure field to the divergence free form of the continuity
equation [25,26].

Since Eq. (6) is of elliptic type, then the standard Galerkin FEM
could be safely used, the discretized form is:∫∫

Ni∇.VdA =

∫∫
ϵNi∇

2pdA (7)

where Ni is the Galerkin weight function. Due to the convective
nature of the momentum equations (2), the Galerkin/least-square
technique [9,10,27–29] is used to supply the necessary upwinding
effect, the GLS technique represents a conceptual simplification
of the Streamline upwind Petrov–Galerkin (SUPG) technique [27].
The Discrete Elastic–Viscous Stress-Splitting (DEVSS) method [12]
is used to decrease the effect of the lack of diffusion term in the
constitutive equation (5), which causes instability in the solution,
in which an artificial stress component is added.

After applying the GLS and the DEVSS on both the momentum
(2) and constitutive equations (5), the discretized momentum
equation is:∫∫

(Ni
∂V
∂t

+ wi(V.∇V))dA =∫ [
−Ni∇p + Ni∇.

(
2
Re

D + τp − B
)]

dA. (8)

and the discretized constitutive equation is:∫∫ [
Ni

∂τp

∂t
+ wi(V.∇)τp − Ni

(
τp(∇V) − τp(∇V)T −

1 − β

WeRe
D
)]

dA =

1
We

∫∫
NiτpdA (9)

here Ni = NiI, I is the identity matrix, and B is the added
rtificial stress, given by the DEVSS method, which is given by:

= 2
1 − β

Re
D (10)

hich is discretized into:∫
NiBdA = 2

1 − β

Re

∫∫
NiDdA (11)

The GLS weight function wi is given by [30]:

wi = Ni + αL(Ni) (12)

here

(Ni) = û
∂Ni

+ v̂
∂Ni (13)
∂x ∂y
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(14)

re the differential operator and the approximate stabilization
arameter, respectively, with △t denoting the time step, ∥ue

∥ is
the magnitude of the averaged velocity over the element and l is
the element characteristic length. The quantities û and v̂ denote
the average values of the velocity components calculated at the
center of the element.

The time derivative terms in the momentum equation (8)
and constitutive equation (9) can be discretized using explicit or
implicit schemes. We used the first-order explicit scheme which
results in a system of linear algebraic equations. The time step
is chosen in such a way to satisfy the Courant–Friedrichs–Lewy
(CFL) number to obtain a stable solution [31].

The linear systems of equations are solved to obtain the so-
lution at all time steps. The DEVSS, momentum and constitutive
equations (10), (8) and (9), respectively, are solved using mass
lumping technique [32,33]. The lumping technique is used in
order to decrease the computational time required because it
transforms the mass matrix to a diagonal matrix. The following
are two methods of lumping [32]:

• Row sum method; the diagonal values equal to the sum of all
entries of the corresponding row and zeroing the rest of the
elements in the row. We adopt this method [32].

Mii =

∑
j

Mij (15)

• Diagonal scaling; similar to the row sum method but by
multiplying the sum by a factor [32].

Mii = c
∑

j

Mij (16)

. GPU implementation

In this section, GPU-based implementations of the FEM prob-
em, discussed in Section 3, are described. Firstly, GPU implemen-
ations of the fundamental phases of the problem are described.
he fundamental phases are local matrices generation, global
atrix assembly, matrix–vector multiplication and linear system
olvers. Later the GPU and the hybrid CPU–GPU implementations
re presented.

.1. Local matrix generation

The geometry of the problem is fixed and the local matrices do
ot change throughout the computation. Thus, the local matrices
an be computed once at the beginning of the computation and
utside the main loop. Moreover, quadrilateral elements are used
ith four nodes, therefore the size of the local matrix is 4 × 4

which is small and can be computed on the CPU. The local
matrices are used later to generate the elementary matrices of
the convection terms.

Whereas, the generation of the local matrices of the convec-
tion terms on the GPU is done using a CUDA kernel where each
thread block is pointing to an element of the domain and each
thread in this block is pointing to an entry of the local matrix
of this element. Thus, there is a thread assigned to each entry of
the local matrices of all the domain elements that performs the
same operation in parallel. Kernel launches require thread-block
and grid-dimension sizes to be specified. A one dimensional grid
of blocks is used, with the dimension equal to (Ne x 1), where Ne
is the number of elements in the domain. Each block of threads
Fig. 1. The coloring technique.

is one dimensional of size 16 threads. The kernel is shown in
Algorithm 1.

Algorithm 1: Generate the local matrices using GPU
Input : The constant local matrices (const_mat1,

const_mat2)
Output: The local matrices for the convective terms

(conv_mat)
1 tid = blockDim.x ∗ blockIdx.x + threadIdx.x;
2 if tid<Ne*16 then
3 conv_mat[tid] = const_mat1[tid] + const_mat2[tid];
4 end

4.2. Global matrix assembly

The global matrix assembly is the phase following the local
matrix generation. The data racing phenomena are encountered
when more than one thread wants to access the same memory
location of the local matrices. Accordingly, the local matrices can-
not be mapped and stored at the same time in the global matrix.
To overcome this phenomenon the coloring technique [14,34] is
adopted in the global matrix assembly. The coloring technique
is based on avoiding the assembly of elements having common
nodes. To implement the technique on GPU, four different kernels
are executed to assemble the whole global matrix. Each kernel
is responsible to assemble the elements that have no common
nodes. As shown in Fig. 1, every element with the same color is
executed at the same time on the same kernel.

The pseudo-code for the global matrix assembly kernel is
given in Algorithm 2. The global matrix assembly kernel defines
a 2-D grid with a 2-D thread block. The size of the thread block
equals the size of the local matrices which is (4 x 4), i.e. a total of
16 threads per block is used. The size of grid equals the number
of elements in the domain (number of elements in the y direction
multiplied by those in the x direction).
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Algorithm 2: Assemble the global matrix using GPU
Input : The local matrix (E), the connectivity matrix (n),

number of nodes in x and y directions (nx, ny) and
the total number of nodes (Nn)

Output: Global matrix (A)
1 tidx = threadIdx.x;
2 tidy = threadIdx.y;
3 if tidx<ny && tidy<nx then
4 if the elements of the same color then
5 e = blockIdx.x + blockIdx.y ∗ (ny − 1);
6 A[(nx+1)+n[e, tidy]−n[e, tidx]+Nn∗n[e, tidx]]+ =

E[tidx + tidy ∗ 4 + e ∗ 16];
7 end
8 end

This coloring technique avoids memory racing but on the ex-
ense of launching the kernel four times. Due to the dependency
etween the kernels, they must be invoked one after the other.
UDA synchronization is used to ensure each kernel finishes
efore the next start.
The global matrices that are assembled on the GPU are depen-

ent on time steps and are saved as banded matrices. While those
hat are assembled before the time steps are saved in compressed
parse row (CSR) format. All the global matrices are saved in the
lobal memory of the GPU.

.3. Matrix–vector multiplication

At each time step, about 40 matrix–vector multiplications are
equired to compute the right hand side vectors of the linear
ystems of equations. To reduce the execution time of each time
tep, CuSPARSE toolkit is used with the matrices that are saved
n the CSR format while CuBLAS toolkit is used with the matrices
hat are saved in the banded form. Since the right hand side
ector of each set of the linear system of equations is calculated
ndependently, then the vectors are computed concurrently on
ifferent streams.

.4. Solution of the linear system of equations

As mentioned in Section 3, the coefficient matrices of the
omentum, the constitutive and the DEVSS equations (8), (9) and

10), respectively, are lumped, i.e. became a diagonal matrix. A
UDA kernel is written to get the solution of the flow variables
y dividing all the entries of the right hand side vector in each
et of linear system by the corresponding entry in the coefficient
atrix. While the continuity equation, which is used to calcu-

ate the pressure, is solved directly by calculating the inverse
f the coefficient matrix using LAPACK package and multiply it
y the right hand side vector of the continuity equation using
uBLAS toolkit. The pseudo-code of the CUDA kernel is invoked
ndependently to solve each set of linear system of equations of
he momentum, the constitutive and the DEVSS which is given
n Algorithm 3. Each thread is pointing to an entry in the vector
solution, right hand side vector and the diagonal entries of the
oefficient matrix). The block size and the grid size are set such
hat the total number of threads equals that of the nodes in the
omain.

.5. Different implementations

Fig. 2(a) shows the proposed FEM implementation on the GPU
latform only. All the steps starting from generating the local
 i
Algorithm 3: Flow variables solution on the GPU platform
Input : Coefficient matrix (co_mat) and the right hand side

(RHS) vector
Output: Solution of the flow variables (sol)

1 tid = blockIdx.x ∗ blockDim.x + threadIdx.x;
2 if tid< Ne then
3 sol[tid] = RHS[i]/co_mat[tid];
4 end

matrices, assembling the global matrices, matrix–vector multi-
plications and solution of the linear system of equations are
implemented on the GPU platform.

Fig. 2(b) shows the proposed technique for a hybrid CPU–GPU
usage. Generating the local matrices is performed on the CPU
platform while the remaining steps are completed on the GPU
platform. The main drawback is the need for high data transfer
between the GPU and the CPU memories where it is required to
copy the local matrices from the CPU to the GPU memory and
return the calculated flow variables back from the GPU to the
CPU memory every time step. This data latency can be avoided by
using non-pageable (pinned) memory to save the local matrices
and the flow variables.

5. Results and discussions

The flow of blood in the Abdominal Aortic Aneurysm is simu-
lated by considering the blood as a viscoelastic fluid as described
in Section 2. Also, the algorithms discussed in Section 4 are im-
plemented to accelerate the solution using parallel computations.

5.1. The abdominal aortic aneurysm problem

In this section we are going to apply the GLS finite ele-
ment method to the abdominal aortic aneurysm problem. A
two-dimensional planar arterial segment model is considered as
shown in Fig. 3. The geometry of the arterial segment with two
aneurysms is given by [6]:

y =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
(

D1−D
4

) [
1 + sin

(
2πx
L1

−
π
2

)]
+

D
2 0 ≤ x ≤ L1(

D2−D
4

) [
1 + sin

(
2π (x−L+1)

L2
−

π
2

)]
+

D
2 L1 ≤ x ≤ L2

D
2 L1 + L2 ≤ x ≤ LT

(17)

here D is the undilated artery diameter, LT is the total length
f the artery, L1 and L2 are the lengths of the first and second
neurysms, respectively while D1 and D2 are their respective
iameters. In our problem the artery diameter is set to be D =

mm, while L1 = 2.5D, L2 = 5D, LT = 11.25D, D1 = 2D and
2 = 2.75D.
The flow variables are set to be zero as an initial condition. The

elocity components at the upper and lower walls are set to zeros
no-slip condition). A fully developed parabolic velocity profile is
onsidered at the inlet of the artery. Thus, the velocity component
n the y-direction is set to zero (v = 0) while in the x-direction
s set as follows:

(y) = 2

(
1 −

(
2y
D

)2
)

The pressure (p) and the normal stress (T ) are set to zero at the
xit of the artery. While, the axial S and shear Q stresses are spec-
fied at the entrance of the artery, after non-dimensionalization,
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Fig. 3. Geometry of Abdominal Artery with two aneurysms.
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as follows [35]:

S =
2We(1 − β)

Re

(
∂u
∂y

)2

Q =
1 − β

Re
∂u
∂y

All flow variables u, v, p, S, Q and T are set to zeros ini-
tially. The domain in Fig. 3 is discretized into 2000 quadrilateral
elements.

The flow of blood, modeled as viscoelastic fluid, is simulated
in which the elastic viscosity is µp = 0.0004 Pa s [36,37]. The
elaxation time for low Reynolds number, less then 250, and low
hear rate is λ = 0.06 s [36–38]. For every hematocrits value, the
atio of the volume of red blood cells to the total volume of blood,
s the shear rate increases the relaxation time decreases [39].
herefore for Reynolds number Re = 250 and Re = 500 the

corresponding relaxation times are λ = 0.008 and λ = 0.004. The
time step is set to △t = 0.004 s while the pressure dissipation
parameter is set to ϵ = 0.01.

Numerical results are obtained for different Reynolds numbers
Re = 10, 50, 100, 250 and 500. The Weissenberg number corre-
sponding to the previous flow rates are We = 0.0283, 0.1423,
0.2835, 0.106845 and 0.106845, respectively. Fig. 4 shows the
wall shear stress (WSS) on the lower wall at different Reynolds
Numbers for viscoelastic fluid. The WSS decreases to values near
zero because of the small velocity gradients at the wall which
occurs from the convective deceleration of the flow. For Re ≥ 50
he WSS decreases to negative values because of the negative
elocity gradients within the aneurysms because of the presence
f vortices. The change in sign occurs at points of boundary layer
eparation (stagnation point) which occurs at x = 0.5 cm for
Re = 50 and at x = 0.239 cm for Re = 500. The boundary
ayer reattachment where the sign of the WSS changes again is
t x = 1.28 cm for Re = 50 and at x = 1.67 cm for Re =

00. Around the reattachment point the minimum and maximum
alues of the WSS occur for all the cases of Reynolds numbers.
he lowest negative shear stress occurs at the point of maximum
ontraction of the streamlines within the vortex while the highest
hear stress occurs because of the formulation of a new boundary
ayer. Then the flow enters the large aneurysm and the same
attern of separation and reattachment occurs.
Fig. 5 shows the pressure distribution on the lower wall of the

rtery at different values of Reynolds numbers. The wall pressure
ncreases at the entrance of the aneurysm because of the start
f the vortex and the change in the cross sectional area. Then
he pressure remains nearly constant through the aneurysm until
he reattachment point where the pressure reaches its local max-
mum value and abruptly decrease to its local minimum value
t the end of the aneurysm because of the convergence of the
rea which causes the increase in the velocity of the fluid which
s not enough to reach the pressure drop for a healthy artery,
ith no aneurysm. Therefore the flow enters the large aneurysm
ith high wall pressure and it have the same scenario as in the
mall aneurysm then the pressure decreases to zero at the exit.
hese conclusions are supported as well by the work of Finol and
moon [35].

.2. GPU implementation

The main aim of using GPUs is to minimize the execution
ime. Thus, a comparison of the execution times and speed-ups
s conducted for the proposed algorithms. The execution time is
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Fig. 4. WSS distribution at different Reynolds numbers at steady state for viscoelastic fluid.
Fig. 5. Pressure distribution at different Reynolds numbers at steady state for viscoelastic fluid.
Fig. 6. The execution time of the whole FEM process using (a) Xeon, Nvidia Tesla, Nvidia GeForce and the hybrid CPU–GPU and (b) Nvidia Tesla and the hybrid
CPU–GPU.
calculated by performing 50 runs and calculating the execution
time of each of them separately and take their average value.
Fig. 6(a) shows the whole running time for the code on Xeon,
Nvidia Tesla, Nvidia GeForce and hybrid Intel Xeon and Nvidia
Tesla devices. The maximum size performed on Xeon and Nvidia
Tesla is 16,000 nodes while on GeForce is 1000 because of limited
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Fig. 7. The speed-up of the whole code using (a) Tesla K20X and hybrid CPU–GPU platform and (b) Geforce GT 750M.
Fig. 8. The execution time of generating the local matrices using GPU Tesla only and hybrid CPU–GPU platform.
Fig. 9. The speed-up of generating the local and global matrices using (a) Tesla K20X and (b) GeForce GT 750M.
esources of the GeForce device. Fig. 6(b) shows the run-time of
vidia Tesla and hybrid Intel Xeon with Nvidia Tesla. The figures
how that the execution time using the hybrid CPU–GPU platform
s lower than that using Nvidia Tesla.

Fig. 7 shows the speed-up performed when using Nvidia Tesla
20X, Nvidia GeForce GT 750M and the hybrid CPU–GPU platform
or the whole code. The speed-up is calculated as:

peed-up =
Execution time using CPU only

Execution time using GPU

he speed-up increases with the increase of the problem size.
he speed-up achieved by Tesla is larger than that by GeForce
because Tesla contains 14 multiprocessors and is specialized for
computations while GeForce has only two multiprocessors and is
more specialized for graphics. The generation of the local matrices
on the GPU platform takes more time than using the CPU platform
(in the hybrid case), as shown in Fig. 8, therefore the speed-up
using the hybrid CPU–GPU platform is larger than that of the GPU
only platform as in Fig. 7(a).

Fig. 9 shows the speed up when generating the local matrices
and assembling the global matrices using the GPU only platform
and the hybrid CPU–GPU platform. The speed-ups achieved are
significant which proves the ability to parallelize this step and
how it is affecting the performance.
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6. Summary and conclusion

This contribution presents and discusses the implementa-
tion and performance of the Galerkin/least-squares finite ele-
ment method on Graphics processing unit. Two different systems
namely; GPU only and the new hybrid system between the GPU
and the CPU, are implemented and the running time of both sys-
tems is compared with respect to the multi-core CPU architecture
only. The implementations are applied to the problem of blood
flow in an artery with aneurysms. The former implementation is
based on implementing the whole operation on the GPU platform
only while the hybrid system is based on generating the local
matrices using the CPU then the global matrices assembly and
the solution of the linear system of equations are performed on
the GPU. The Xeon processor is used on the CPU while the GPU
used is the Nvidia Tesla K20X. The hybrid CPU–GPU implemen-
tation outperformed the GPU only implementation where the
speed up reached 26 and 24 times, respectively, compared to the
multi-core CPU.
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