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Abstract— The growing importance of three-dimensional ra-
diotherapy treatment has been associated with the active pres-
ence of advanced computational workflows that can simulate
conventional x-ray films from computed tomography (CT)
volumetric data to create digitally reconstructed radiographs
(DRR). These simulated x-ray images are used to continuously
verify the patient alignment in image-guided therapies with 2D-
3D image registration. The present DRR rendering pipelines
are quite limited to handle huge imaging stacks generated by
recent state-of-the-art CT imaging modalities. We present a
high performance x-ray rendering pipeline that is capable of
generating high quality DRRs from large scale CT volumes. The
pipeline is designed to harness the immense computing power of
all the heterogeneous computing platforms that are connected
to the system relying on OpenCL. Load-balancing optimization
is also addressed to equalize the rendering load across the
entire system. The performance benchmarks demonstrate the
capability of our pipeline to generate high quality DRRs from
relatively large CT volumes at interactive frame rates using
cost-effective multi-GPU workstations. A 5122 DRR frame can
be rendered from 1024×2048×2048 CT volumes at 85 frames
per second.

I. INTRODUCTION & RELATED WORK

Digitally reconstructed radiographs are computer gener-
ated x-ray-like images that simulate the active decay of x-
ray point source within the human tissue. They play an
essential role in image-guided radiation therapy, mainly in
the planning and verification of radiotherapy treatments [1].
DRRs are used in 2D-3D image registration packages to
verify the patient positioning before treatment delivery. They
map the alignment of dynamic intraoperative images with
another volumetric anatomical stacks that were captured
preoperatively in the planning stage [2], [3], [4].

A. Rationale and Challenges

Recent CT scanners are capable of imaging fine structures
of the the tissue at very high spatial resolution. Over the
last few years, the volume of the resulting data from those
advanced scanners has increased dramatically. This leap
imposed further challenges on the interactive generation of
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high quality DRRs from large scale CT datasets. These
challenges can be trivially resolved by purchasing high-
end imaging workstations that are powerful enough to load
and render large CT volumes relying on traditional software
packages and robust highly-specialized rendering devices,
for example NVIDIA Quadro GPUs [5]. This approach is
extremely expensive and might not be affordable in certain
situations. If the quality of the DRR can be tolerated, a single
mid-range GPU can be used to render the DRR interactively.
The quality of the generated DRR is proportional to the re-
sampling factor that is used for down-scaling the CT volume
to fit in the memory of the GPU. Nevertheless, this solution
is not acceptable in some procedures and can be harmful if
the down-sampling rate is lower than a certain threshold.

In this work, we discuss an alternative low-cost solution
that is capable of rendering high quality DRRs at interactive
frame rates. High performance distributed ray tracing is used
to render DRR images on all the computing nodes that
are connected to the system. The architecture of the ren-
dering pipeline uses the heterogeneous computing model of
OpenCL to avoid limiting the system to a specific hardware
vendor or computing platform.

B. Heterogeneous Computing with OpenCL

In 2009, OpenCL has been introduced to spark a new
era of affordable high performance computing. This frame-
work allows designing software pipelines that can be ex-
ecuted across a set of different heterogeneous computing
devices, mainly CPUs and GPUs [6]. OpenCL is extremely
advantageous over similar computing frameworks such as
CUDA, Direct Compute and Stream. It can run seamlessly
on many computing architectures and is supported by various
hardware vendors [7], [8]. Moreover, the heterogeneous
computing model of OpenCL is addressed to leverage the
performance of applications that exhibit task- and data-
parallelism [9]. Our x-ray rendering pipeline is implemented
with OpenCL to exploit the advantages provided by all
the aforementioned features. This pipeline is presented to
overcome the limitations of existing ones that are not scalable
to render large scale CT data and also vendor-specific [10],
[11], [12], [13].

II. THEORY: X-RAY VOLUME RENDERING

DRRs can be reconstructed either in the spatial domain
or the k-space. k-space methods are normally faster than the
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spatial domain ones, however, they are limited due to their
huge memory requirements. The generation of a conventional
radiograph is modeled with Beer-Lambert law to account
for the exponential decay of a photon source in terms of
depth of penetration [14]. This model corresponds to an
absorption-only optical model that can be used to simulate
the light transport in participating media and solve the
volume rendering integral [15]. Using this optical model, the
DRR can be generated from a CT volume if the attenuation
coefficients of the tissue are available and energy of the x-ray
source is known a priori.

A faster alternative for the generating the DRR can rely
on an emission-only optical model that is based on x-ray
transform. This transform is a direct projection of the CT
volume on a 2D image plane. In this case, x-ray volume
rendering is used to create the DRR by integrating values
of the volume samples that a scan line passes through [16].
The scan line is defined in the parametric form L(t) = O+
ωt, where O is the starting point of the line, w is a unit
vector along the line direction and t is the distance between
any point on the line and the origin. The continuous X-ray
transform of the volume V on the line L is defined as

X[V (L)] =

∫
L

V =

∫ ∞
−∞

V (O + ωt)dt (1)

We apply discrete x-ray transform on multiple bricks that
are partitioned from the volume and blend them later to
render the final DRR that corresponds to the entire volume.

III. MULTI-GPU DRR RENDERING PIPELINE

We use sort last x-ray volume rendering to generate
the DRRs. The rendering pipeline is split into two main
stages. The first one pre-processes the volume data to get
distributed efficiently across the different compute nodes that
are shipped with the system. Afterwards, the rendering loop
is activated and recalled on demand following any user inter-
actions such as changing film resolution, image brightness,
viewing parameters and hardware block configurations.

During the pre-processing step, the employed workstation
is scanned for all the heterogeneous devices (CPUs and
GPUs) that are connected to it. The devices are categorized
based on their types and ranked according to their compute
capabilities. This ranking allows us to integrate static load
balancing [17], [18], [19] into the rendering pipeline to
efficiently partition and distribute the data to the different
computing devices. The higher the rank of the device, the
larger the data brick will be sent to it for rendering. This
maximizes the rendering resources utilization, reduces the
response delays, and achieves optimal performance balance
across the entire system. We have also added support for
memory balancing if load balancing fails to distribute the
data due to memory limitations of any of the devices. In this
case, the device are ranked with respect to their memory
capacity and the volume is partitioned accordingly.

As seen in Figure 1, a DRR frame is generated in three
steps: (1) partitioning the CT volume into smaller chunks, or
bricks, that are distributed across all the rendering devices,

(2) rendering each brick in a ray tracer, (3) gathering the
images generated from each brick and compositing them into
the final DRR image. To exploit the advanced features of
GPU textures, the rendering kernels are executed on the GPU
and the compositing kernels are executed on the CPU. If
the workstation contains more than one CPU, the CPU with
higher compute capabilities will be selected for executing the
compositing kernel.

Image Plane 
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Proxy Geometry
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Fig. 1. Sort last rendering of a DRR on three GPUs with ray tracing. Each
GPU renders a partition (colored brick) of the volume and the resulting
images are sorted and blended together in a parallel compositor to create
the DRR of the entire volume.

After the volume partitioning, every brick is uploaded
to a 3D texture object on the corresponding GPU. Each
GPU is responsible for rendering the given brick into a
tile that represents a part of the final DRR frame. The host
assigns different asynchronous tasks to the GPUs including
(1) pre-processing the volume brick with O(N3) filters, (2)
x-ray rendering of the brick to yield a DRR tile, and (3)
applying local post-processing filters on the generated tile.
The pre- and post-processing kernels are optional, while the
X-ray rendering kernel is essentially executed on a per-frame
basis. The rendering pipeline is designed in a multi-threaded
fashion, where every device is controlled by a corresponding
worker thread on the host. After the generation of each
tile, the associated GPU is blocked until the entire DRR
frame is rendered. The generation of all the tiles triggers the
compositing thread that downloads the tiles back to the CPU
to blend them and create the final DRR frame. Afterwards,
a global post-processing filter is applied on the generated
DRR, using an optional CPU kernel before finally displaying
it. A high-level block diagram of the rendering pipeline is
illustrated in Figure 2.
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Fig. 2. A high level diagram of the architecture of our rendering pipeline.
All the rendering devices (GPUs) operate in parallel to produce multiple
tiles (sub-frames) that are sorted and blended by the compositor to generate
the final DRR image. The ray tracing kernels are executed on the GPUs,
while the compositor kernel is executed on a multi-core CPU. All the kernels
are written in OpenCL.

IV. EXPERIMENTAL RESULTS & DISCUSSION

Figure 3 shows a high resolution DRR of the entire human
body reconstructed with our rendering pipeline. The dataset
used in this experiment is obtained from the Visible Human
Project datasets repository [20]

A. Experimental Setup

The performance of our system is analyzed on a relatively
low-end machine shipped with an Intel Core i3 CPU, 8
GBytes of memory and two affordable NVIDIA GPUs that
are available in the commodity hardware market. The first
GPU is a GeForce GTX 570 that has 1.25 GBytes of
memory and 15 OpenCL compute units running at 1464
MHz. The other GPU is a GeForce GTX 750 contains five
compute units with 1940 MHz and 4 GByte for memory.
The performance benchmarks are recorded for a fixed DRR
resolution (5122) and multiple volume dimensions to address
the impact of using multiple GPUs on the scalability and the
interactivity of the rendering pipeline. The resolutions of the
volumetric datasets selected for experimental benchmarking
were 5123, 1024 × 5122, 10242 × 512, 10243, 2048 × 10242

and 20482 × 1024. The two modes of volume partitioning,
the load-balanced and memory-balanced decompositing, are
investigated in all benchmarking tasks.

B. Benchmarking Analysis

Figure 4 demonstrates the average benchmarking results
−in frames per second (FPS)− for rendering the datasets
on the selected GPUs in parallel. The pipeline can render
the largest dataset (20482 × 1024) that can be partitioned
to fill both GPUs at 88 FPS. The benchmarks exhibit the
significance of load-balancing when the resolution of the
volumes is increasing. The largest dataset (10243) that can
fulfill the two balancing strategies can be rendered at 113
and 132 FPS for memory- and load-balancing respectively.

Figure 5 shows profiling of each subroutine executed for
rendering a single DRR frame. The average time taken by
each subroutine is represented as a fraction of the total
rendering loop time. The load-balancing has improved the
relative performance of the rendering kernels from 72%/28%
to 58%/42% on average.

Fig. 4. Performance profiles of our rendering pipeline for multiple datasests
with different sizes. The benchmarks in blue and green represent the average
performance (in FPS) of rendering 512×512 DRRs with load- and memory-
balancing respectively. The load-balancing is not applicable in the last two
cases due to the memory constraints of the employed GPUs.

V. CONCLUSION & FUTURE WORK

We presented an efficient rendering pipeline targeting
interactive generation of high quality DRRs from high reso-
lution, large scale CT volumes that are acquired by advanced
state-of-the-art CT scanners. We highlighted the drawbacks
of relevant pipelines and how OpenCL is a promising com-
puting framework for distributed rendering, bringing high
degree of code portability and hardware heterogeneity. In
contrary to existing solutions, our system does not require
overpriced high end work stations and dedicated hardware
platforms. The pipeline is designed to run in a parallel, multi-
threaded distributed fashion on affordable heterogeneous
multi-GPU workstations relying on OpenCL. The render-
ing kernel is optimized by integrating load- and memory-
balancing implementations allowing effective distribution of
the volume data across the entire system. The performance
benchmarks reflect the efficiency and scalability of our
rendering pipeline using an affordable workstation containing
moderate CPU and two mid-range GPUs. A 5122 DRR frame
can be reconstructed from 1024× 2048× 2048 CT volumes
at 85 FPS.

The system is being extended to support parallel dis-
tributed rendering on multiple workstations connected to-
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Fig. 3. A sagittal DRR of the human visible female dataset rendered with our proposed pipeline. The dataset is obtained from the Visible Human
Project [20].

Fig. 5. Relative performance profiles for every subroutine contributing to DRR rendering for memory- and load-balanced rendering.

gether with a high bandwidth network. This support will
be essential to complement the presented approach if the
employed workstation is limited to a single low-end GPU.
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