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Abstract— Digitally reconstructed radiographs (DRRs) play
a significant role in modern clinical radiation therapy. They
are used to verify patient alignments during image guided
therapies with 2D-3D image registration. The generation of
DRRs can be implemented intuitively in O(N3) relying on
direct volume rendering (DVR) methods, such as ray marching.
This complexity imposes certain limitations on the rendering
performance if high quality DRR images are needed. Those
DRRs can be alternatively generated in the k-space using
the central slice theorem in O(N2logN). Several rendering
pipelines have been designed to create the DRRs in the k-
space, but they were either limited to specific vendor or entail
particular software requirements. We present a high perfor-
mance implementation of a k-space-based DRR generation
pipeline that is executable on various heterogeneous computing
architectures using OpenCL. Our implementation generates a
DRR for a 5123 CT volume in 6, 2.7 and 0.68 milli-seconds on
a commodity CPU, mid-range and high-end GPUs respectively.

I. INTRODUCTION & RELATED WORK

The growing importance of three-dimensional radiother-
apy treatment designs has been correlated with the existence
of advanced and efficient computational toolboxes that can
generate simulated x-ray images from CT stacks similar
to conventional x-ray films [1]. Due to the fact that these
images are generated from computer simulations, however
are comparable with x-ray radiographs, they have been
called digitally reconstructed radiographs (DRRs). They have
been used in several imaging procedures and applications
including the verification of radiation treatment plans. The
DRRs are produced from three-dimensional CT volumetric
datasets in iterative 2D-3D registration algorithms to calcu-
late similarity measures [2], [3]. These measures are used to
accurately align the patient positioning during the treatment
delivery by comparing the DRR to diagnostic x-ray films that
are generated from physical simulations [4].

DRRs can be generated in the spatial domain with direct
volume rendering (DVR) methods, such as ray marching and
texture slicing [5], [6], [7]. These methods employ an optical
model that simulates the linear attenuation of x-ray beams
during their propagation in the human tissue relying on X-
ray (or John) transform [8]. However, the computational
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complexity of DVR techniques (O(N3)) can be a limiting
factor under certain conditions, for instance, when a high
quality DRR is required for large CT volume. Various op-
timization techniques have been investigated to improve the
performance of DVR methods. For example, ray marching
can be optimized with certain algorithms to avoid traversing
the entire volume to create a valid DRR such as early-ray
termination and empty-space leaping [9]. Nevertheless, these
optimization strategies are data-dependent and subject to the
composition of the CT volume.

Alternatively, DRRs can be generated in k-space in
O(N2logN) time relying on the central slice theorem.
The technique was introduced by Malzbender [10] and
Levoy [11]. This approach is advantageous over the DVR
methods. The quality of the resulting DRRs is superior to
those produced from ray marching algorithms. The quality
of ray marching depends essentially on the sampling step
that is used during the ray propagation in the volume.
Therefore, creating a high quality DRR with ray marching
is subject to extremely low sampling steps satisfying the
Nyquist limit. This condition entails dramatic decay in the
rendering performance. In contrary, the quality of k-space
methods is solely dependent on using high order interpolation
filters to resample the frequency domain and further memory
requirements to avoid spectral overlapping [12].

Several packages and rendering pipelines have been pre-
sented to reconstruct DRRs in k-space. They have demon-
strated outstanding features and interactive performance.
Though, they have been designed to run exclusively on
specific software and hardware platforms limiting their use-
fulness in certain cases. For example, a research-oriented
DRR generation MATLAB package was presented in [13].

The last decade has witnessed a noticeable and growing
trend for accelerating the rendering performance of DRRs
on the GPU. The objective was given to focus on harnessing
the giant computing power embedded in the underlying
architecture of the GPU. The existing implementations have
used either OpenGL [12], [14], [15], [16] or CUDA [17],
[18] for various reasons. The reported benchmarks reflect the
ability of the implementations based on CUDA to deliver su-
per interactive frame rates and high performance processing
capabilities that can generate a high quality DRR in a fraction
of milli-second. Unfortunately, these implementations are
vendor specific and require a recent NVIDIA GPU to execute
their rendering application.

In 2009, OpenCL has been presented to eliminate all the
restrictions that were associated with platform or vendor
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specificity. It is designed to expose the massive computing
power that is embedded in parallel heterogeneous computing
platforms, mainly CPU and GPU that are manufactured by
different vendors, using the same application programming
interface (API). In contrast to OpenGL, the same OpenCL
kernels can be executed on both CPU and GPU even with
the remarkable discrepancy in their underlying architec-
tures [19], [20].

In this paper, we present an efficient rendering pipeline
for generating high quality DRRs using the central slice
theorem. The worflow is capable of running on any set of
heterogeneous platforms that are connected to the system.

II. THEORY & ALGORITHM

A. Central Slice Theorem

The central slice theorem, also called projection slice
or Fourier slice theorem, defines the projections of multi-
dimensional signals in terms of their Fourier transforms [11],
[10] . If the DRR is generated as a direct projection of
three-dimensional CT volume in the spatial domain, it can
be obtained in the k-space by back transforming a central
slice that is extracted from the three-dimensional Fourier
transform of the volume for the same viewing angle. If
the spatial volume is denoted by V (x, y, z) and its Fourier
transform by VF (kx, ky, kz) = F

[
V (x, y, z)

]
are band-

limited uniformly sampled signals where x, y, z and kx, ky ,
kz are the coordinates of the spatial domain and frequency
domain respectively, the DRR can be evaluated by solving
VF (kx, ky, kz) along a plane that is defined in terms of the
vectors Wu & Wv where

Wu = (kux, kuy, kuz) & Wv = (kvx, kvy, kvz) (1)

P (ku, kv) reflects the central slice of the volume in the
k-space where

P = VF (kuxku+kvxkv, kuyku+kvykv, kuzku+kvzkv) (2)

Then, the DRR of the volume p(u, v) is reconstructed by
evaluating the inverse two-dimensional Fourier transform of
P (ku, kv) where

p(u, v) =

∫ ∞
−∞

∫ ∞
−∞

P (ku, kv) exp
2πi(uku+vkv) dkudkv

(3)

B. DRR Rendering Algorithm

Unlike x-ray transform, the DRR generation algorithm
in the k-space requires preparing the spectral clone of the
volume for slicing in O(N3logN) time. Afterwards, the
DRRs are reconstructed only in O(N2logN) time. During
the pre-processing stage, the spectral volume is obtained by
transforming the input spatial volume using 3D FFT. To
reduce the complexity accompanying the slicing operation,
the volume is wrapped-around (or FFT-shifted) twice, once
in the spatial domain and another time in the k-space.
These FFT-shift operations are mandatory to center the DC
component of the spectral volume allowing to intersect it
with a central slice passing by its origin.

According to the desired projection angle, the DRR is
obtained by extracting a central slice that intersects the spec-
tral volume with vector that is normal to the given viewing
angle. To reduce the ghosting and aliasing artifacts that arise
due to the slicing operation, the extracted slice is resampled
with high order interpolation filters. Thereafter, the DRR is
generated by back transforming the interpolated slice to the
spatial domain with inverse 2D FFT. The resulting frame
from the inverse transformation is further wrapped around
to display a correct DRR. The slice extraction, resmapling,
inverse FFT and 2D FFT-Shift operations are executed on a
per-frame basis when the projection angle is updated. A brief
explanation of the DRR rendering algorithm is graphically
illustrated in Figure 1.

Fourier DomainSpatial Domain

1 2

34

3D FFT

Extract  Slice

D
ire

ct
 V

ol
um

e 
Re

nd
ei

rn
g

2D IFFT

Fig. 1. Graphical illustration of the DRR generation algorithm using
the central slice theorem. The coefficients of the spectral volume (2) are
evaluated from the spatial CT volume (1) with a 3D forward FFT operation.
The spectral volume is intersected with a 2D plane passing by its center to
extract a central slice (3) that is back-transformed with 2D inverse FFT to
create the DRR (4). The FFT-shift operations are omitted from the figure
for brevity.

III. OPENCL-BASED RENDERING PIPELINE FOR DRR
GENERATION

Our pipeline is designed to run on any heterogeneous ar-
chitecture systems containing OpenCL-capable devices. All
the operations explained in Figure 1 have been implemented
in optimized OpenCL kernels in half, single and double
floating point precisions. The pipeline can be configured
to use half and double arithmetic if they are supported by
the selected rendering device. This support is acknowledged
if the extensions cl_khr_fp16 and cl_khr_fp64 are
implemented. The execution workflow is split into two main
steps: a pre-processing stage and a rendering loop. During
the pre-processing phase, the CT volume is loaded, zero-
padded and sent to the global memory of the rendering
device. If the GPU is selected to execute the workflow,
the volume is uploaded to the GPU memory, otherwise, it
remains in host memory.
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In each run of the rendering loop, a new slice is extracted
according to the viewing angle given by the user, saved to a
complex image and resampled. The current implementation
supports a windowed Hamming interpolation filter. After
the resampling process, the DRR is generated from back
transforming the slice using a clFFT plan. The resulting
DRR frame is sent back to the host to be displayed on a Qt
rendering widget. The two-and three-dimensional FFT steps
are implemented based on the clFFT library [21], and the
FFT-shit implementations are adopted from a CUDA-based
library presented in [22], [23]. The block diagram of the
rendering pipeline is illustrated in Figure 2.

Fig. 2. A high level block diagram of our execution workflow. The
computational units are implemented in OpenCL kernels and the generated
DRR is displayed using Qt widgets.

IV. RESULTS & DISCUSSION

The pipeline is applied to generate multiple DRRs from
four CT volumetric datasets that are available online [24].
The datasets have different spatial resolutions and sampled
uniformly on regular Cartesian grids. The reconstruction
results are shown in Figure 3.

The rendering performance of the presented execution
workflow was addressed and analyzed on a heteroge-
neous imaging workstations that is shipped with two recent
NVIDIA GPUs, a moderate Intel core i5 CPU (8 compute
units) and 20 GBytes of memory. The strong scaling per-
formance was considered relying on non identical GPUs, a
GeForce 640 GT (GPU-1) and another GeForce 970 GTX
(GPU-2). They both have 4 GBytes of memory and can
be classified as mid-range (2 compute units) and high-
end (13 compute units) GPUs. To determine the optimum
hardware configuration that allows saturating the device, the
performance profiles were measured for different work-group
sizes (2×2, 4×4, 8×8, 16×16, and 32×32). The benchmarks
are recorded during the generation of the same DRR from
a 5123 volumetric dataset on the CPU and the two GPUs
connected to the workstation. The benchmarks are reported

for the pre-processing stage and the rendering loop on all
the devices as illustrated in Figure 4.

Although GPU-1 has less compute units than the CPU, it
can outperform the CPU at larger work-groups. This is inter-
preted in terms of the difference in memory bandwidth and
the types of the running threads. GPU-1 has 80 GBytes/sec
while that of the CPU is limited only to 17 GBytes/sec. This
also explains the extreme performance of GPU-2 since it has
13 compute units and 224 GBytes/sec bandwidth.

Using 2×2 work-groups delivers the most inefficient per-
formance. The optimum work-group dimensions are found to
be 16×16 for all the rendering devices, where the rendering
loop can generate a single single DRR frame in 0.68, 2.7 and
6 milli-seconds on the CPU, GPU-1 and GPU-2 respectively.
The demonstrated benchmarks reflect the capability of the
rendering pipeline to deliver super interactive frame-rates
allowing us to integrate further optional post-processing
filters without sacrificing the interactivity of the rendering
loop. These filters can be enabled to either enhance the image
quality or extract certain features from the generated DRR.

V. CONCLUSION & FUTURE WORK

In this paper, we presented an efficient OpenCL-based
rendering pipeline for generating digital x-ray radiographs in
the k-space using the basic principles of the central slice the-
orem. In contrast to previous implementations, the pipeline
can run on any heterogeneous computing architectures that
are OpenCL-capable, mainly multi-core CPUs and many-
core GPUs. The execution workflow is optimized to run
entirely on the same device employed for the rendering
to avoid any data transfers between the different devices
connected in the same system. The performance of the
pipeline is measured and analyzed on multiple computing
devices to address its scalability and also to determine the
most optimum execution configuration that can harness the
computing power of the selected device. The experimental
benchmarks demonstrate the ability of the presented work-
flow to generate a DRR for a 5123 CT volume in 6, 2.7
and 0.68 milli-seconds on a commodity CPU, mid-range and
high-end GPUs respectively. The pipeline is being extended
to support parallel rendering of large scale CT datasets on
multiple computing devices.
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