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Abstract—The resolution of medical data sets acquired by

state-of-the-art imaging modalities is growing rapidly. Providing

high-end workstations to visualize such data sets might not be

affordable in some cases. To resolve this issue, there should be

alternative convenient software solutions to handle huge data

sets either by out-of-core or offline rendering applications. This

presented work features an offline rendering pipeline that is

capable of rendering digital x-ray radiographs of very large scale

volumetric data sets, which cannot fit into the memory of the

running platform relying on spatial-domain decomposition and

projection-slice theorem.

I. INTRODUCTION

Volume rendering has been always seen to be a precious
tool for exploring the internal structures of three-dimensional
data. Its impact has been reflected to many applications in var-
ious fields ranging from scientific visualization, architectural
designs, geographic analysis and many other fields [1]. In the
medical arena, volume rendering has been employed by the
physicians to explore the structural and functional aspects of
the human tissue. Different categories of imaging modalities
are used to build a three-dimensional maps of the human body
such as Magnetic Resonance Imaging (MRI), Computerized
Tomography (CT) and Ultrasound (US) [2]. This has lead
to accurate interpretation of the data and consequently better
diagnosis.

Volume rendering techniques can be generally classified
into spatial-domain and frequency-domain algorithms. The
computational complexity of rendering a volume of N⇥N⇥N

dimensionality in the spatial-domain is O(N3). Frequency do-
main algorithms have the advantage of rendering this volume
with reduced complexity of O(N2

logN).

This category can be further classified based on the fre-
quency transform employed to transfer the data back and forth
between the spatial domain and the frequency domain. Fourier
Volume Rendering (FVR) is considered one of the most impor-
tant techniques of this category. It uses Fast Fourier Transform
(FFT) for computing the spectral representation of the three-
dimensional volume and back-transforming the extracted pro-
jection slice to the spatial domain [3], [4]. The theory behind
the techniques was introduced by Levoy [5] in 1992 and the
first implementation was presented by Malzbender in 1993 [6].
This pipeline was later improved by Totsuka and Levoy; they
have extended its architecture and implementing depth cues

algorithms to perceive the structures of the volume in three-
dimensions [7].

FVR has significant applications in the medical imag-
ing arena. This technique is capable of creating fast x-ray-
like renderings; which are well interpreted by the physicians
(Figure 1). Additionally, it provides a convenient way to
efficiently apply various frequency domain filters that can
dramatically improve the reconstruction quality of the tissue
being visualized. However, it is limited – in some cases – due
to its huge memory requirements. These requirements emerge
from two main aspects. On one hand, the intrinsic spectral
representation of the volume requires on average eight folds of
what the spatial representation demands. On the other hand, the
removal of the ghosting artifacts that are caused by re-sampling
the frequency domain imposes further memory requirements.
This stage is very crucial to generate a clean reconstruction by
removing the overlapping between the volume replicas in the
spatial domain as illustrated in Figure 2.

The resolution of volume data scanned by the different
imaging modalities is growing rapidly. The capability of visu-
alizing recently scanned data sets requires powerful imaging
workstations shipped with huge memory, multiple graphics
boards and enormous computing power. In some cases, pro-
viding workstation with such configurations is not affordable.
To overcome this critical situation, a visualization pipeline that
can render large volumes must exist. Our work presents a FVR
pipeline capable of handling very large volume data sets and
rendering them on low-end hardware relying on spatial-domain
decomposition and the projection-slice theorem.

II. RENDERING PIPELINE IMPLEMENTATION

The rendering pipeline consists of three stages: (1) Vol-
ume domain-decomposition and Octree construction, (2) brick
rendering loop and (3) final projection composition. The core
of our proposed implementation is based on the heteroge-
neous model presented by Abdellah et al. [8]. This hybrid
implementation uses on one hand the Central Processing Unit
(CPU) for executing the computational context of the pipeline
and the OpenGL Application Programming Interface (API) for
handling the rendering contexts on the other hand.

Figure 3 illustrates the block diagram of the entire work-
flow. The first stage in this rendering pipeline builds an octree
of the input volume. The level of this tree is determined by
the size of the input volume and the available memory on
the running machine. An initial adjustment stage is required978-1-4799-4412-5/14/$31.00 c
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Fig. 1: A color-inverted sagittal projection for the Visible Male
data set with two different intensity scaling factors rendered
with FVR. Image courtesy of [8].A 
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(a) (b) (c) Fig. 2: The effect of zero-padding the volume in the spatial
domain on the final reconstruction quality of the projection.
Left: Rotation of the spectral volume 45� introduces ghosting
artifacts in the reconstructed projection. Right: Zero-padding
the volume in the spatial domain removes all the overlapping
between the replicas and eliminates the ghosting artifacts
caused by re-sampling the Fourier domain.

if the loaded volume does not have equal dimensions. In this
case, the pipeline automatically zero-pads the data set to ensure
the unified dimensionality of the volume and avoid any errors
during the decomposition stage.

During the first iteration of the rendering loop, the volume
bricks are pre-processed and their spectral representations are
cached to disk in the following manner:

1) The brick is wrapped-around in the spatial domain.
2) The spectral representation of the volume is com-

puted using a three-dimensional FFT plan.
3) The spectrum is wrapped-around to center its DC

component at the origin of the k-space to be prepared
for slicing.

4) The spectrum is cached to disk in complex binary
format.

After caching the entire volume, the rendering loop loads
each brick and proceeds as follows:

1) The shifted spectrum is uploaded to the Graphics

Processing Unit (GPU).
2) According to the viewing direction specified by the

user, a proxy geometry intersects the volume to
extract a projection slice.

3) The extracted slice is re-sampled and then read back
to the CPU.

4) The projection of the brick is calculated by back-
transforming the slice and then applying a two-
dimensional FFT-shift operation to it.

5) The projection tile is uploaded to the GPU and stored
in a rendering buffer to be ready for the composition
stage that comes after generating the projections of
all the bricks.

Upon the completion of processing all the bricks of the
input volume, each four corresponding tiles are composed
together in a single frame that accounts for integrating half of
the volume. To reconstruct the final projection that corresponds
to the entire volume, the two frames generated from the
composition stage are blended together into a single frame.
Finally, this frame is uploaded to the GPU for displaying the
resulting projection. Figure 4 shows a graphical representation
of the different stages of the pipeline.

The code was written in C++ and communicated with
OpenGL. The FFT operations were executed relying on the
FFTW [9], [10] library and the blending stage was imple-
mented using the ImageMagick processing library [11].

III. RESULTS & DISCUSSION

Figures 5 and 6 show two reconstructions of the Foot
and Chest data sets of size 5123. The raw volumes were
downloaded from [12]. The volumes have been divided into 8
bricks (octree of level one), each of them is 2563. This division
is subject to the available memory on the running machine. All
the bricks have been rendered sequentially and the intermediate
projections have been stored in rendering buffers until the last
brick is done. Based on the selected viewing direction by the
user, the rendering pipeline composes every four tiles together
to build a correct projection of half of the volume. Then, the
two compositions are blended together to generate the final
projection. The application has been tested on a MacBook
(2009) shipped with two GBytes of memory and a GeForce
320M graphics card with 256 MBytes of dedicated memory.
Compared to the current commodity machines that have 64
GBytes of memory and Kepler architecture GPUs, the testing
machine can be considered a very low-end one.

IV. CONCLUSION & FUTURE WORK

This paper has presented an extension for the FVR pipeline
to support rendering large scale medical imaging volumes
on low-end hardware. The architecture of the pipeline was
demystified and the external libraries used in the software
framework were reported.

The pipeline has not considered any optimization strate-
gies for accelerating its rendering performance which can be
potentially investigated in the future. This optimization can
be achieved in various ways as a consequence of the parallel
nature of the algorithm. The core of the rendering pipeline can
be exposed into parallelism by exploiting multi-core CPUs. It
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Fig. 3: An extended hybrid Fourier Volume rendering pipeline,
which is capable of rendering large scale volumes on low-
end machines. The computational context is executed on the
CPU and the rendering contexts are implemented on the GPU
employing its OpenGL pipeline. The rendering loop processes
a single brick in each pass.

can be also extended to support multi-GPU based on the recent
work presented in [13], [14] and [15].
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Fig. 5: An axial projection of the Foot data set (5123).
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Fig. 6: Sagittal projection of the Chest data set (5123).
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