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Abstract—Frequency domain analysis is one of the most
common analysis techniques in signal and image processing. Fast
Fourier Transform (FFT) is a well know tool used to perform
such analysis by obtaining the frequency spectrum for time- or
spatial-domain signals and vice versa. FFT-Shift is a subsequent
operation used to handle the resulting arrays from this stage
as it centers the DC component of the resulting array at the
origin of the spectrum. The modern Graphics Processing Units
(GPUs) can be easily exploited to efficiently execute this operation
considering the Compute Unified Device Architecture (CUDA)
technology that was released by NVIDIA. In this work, we present
an efficient high performance implementation for two- and three-
dimensional FFT-Shift on the GPU exploiting its highly parallel
architecture relying on the CUDA platform. We use Fourier
volume rendering as an example to demonstrate the significance
of this proposed implementation. It achieves a speed-up of 65X
for the 2D case & 219X for the 3D case.

Keywords—FFT, FFT-Shift, CUFFT, FFTW, CUDA, GPU,
Speedup.

I. INTRODUCTION

Frequency domain analysis has been used for a variety of
different signal and image processing applications. Fourier
transform (FT) is used as a tool in such analysis to transform
a time- or spatial-domain signal into the frequency domain
and vice versa. Generally, Fourier transform is performed
using the Fast Fourier Transform (FFT) algorithm which has
a complexity of O(NLogN) as a more performing alternative
for the Discrete Fourier Transform (DFT) algorithm; which is
O(N2) computationally complex [1, 2]. As a result of their
parallel nature, such signal and image processing applications
could be exposed to run efficiently on modern programmable
Graphics Processing Units (GPUs) exploiting their powerful
computing power and also their massively parallel architec-
ture [3]. Application-wise, special attention has been given to
Fourier Volume Rendering (FVR) as a use case to illustrate
the significance of our presented work.

CUFFT [4] is a GPU-based library that implements the FFT
algorithm based on the Compute Unified Device Architecture
(CUDA) technology; which was released by NVIDIA in 2007.
Compared to other software implementations of FFT libraries,

high speedups can be achieved if an application of interest
involving FFT operations can rely on this GPU-based library.
Normally, frequency domain analysis applications use FFT-
Shift operations to center the DC component of the resulting
spectrum at the origin. Such operation is invoked in MATLAB
via the command fftshift() for 2D and 3D arrays [5].
However, there is no supported implementation for this module
as a ready-to-use function in the CUFFT library. This issue
constraints having a full application pipeline running entirely
on the GPU and in turn will eventually limit the performance
of such application. In this work, we present a GPU-based
accelerated implementation for multi-dimensional – basically
2D/3D – FFT-Shift modules that can be used alongside with
the CUFFT library for accelerating signal and image process-
ing applications on the GPU.

II. BACKGROUND

A. Rationale

In general, several image processing tasks and algorithms
expose high degree of data locality and parallelism; which give
them the advantage of being easily mapped to massively par-
allel computing architectures or hardware platforms [6]. Such
algorithms are processed in Single Instruction Multiple Data
(SIMD) or Single Program Multiple Data (SPMD) fashions;
which vectorize the process to the instruction and program
levels respectively by replicating the same instruction – or
program – on the different pixels of an image. This significant
feature makes GPUs the optimum selection to handle and solve
parallel algorithms due to their massively parallel computing
architectures [3]. However, trying to efficiently exploit the
GPU to leverage the performance of the application running
on it remains a challenging issue that requires full awareness
with its parallel design and underlying architecture [7]. For
instance, data transfers between the CPU and the GPU should
be minimized. This issue is considered to prevent limiting the
performance of the pipeline of the application pipeline to the
bandwidth of the Peripheral Component Interconnect Express
(PCI-e) connection that links the CPU with the GPU [8].
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Some image processing applications use frequency domain
analysis for some reason that suits their nature. This analysis
implies transforming the data back and forth between spatial
and frequency domains. Applications involving frequency do-
main analysis mostly use FFT. Various FFT libraries have been
developed and optimized to handle arrays of different data
types with different sizes. Some software libraries have pro-
vided convenient application programming interfaces (APIs) to
handle FFT operations like FFTW [9] or FFTW++ [10]. These
libraries are conditionally optimized to run on multicore CPUs
to scale up their performance considering the availability of
multi-core CPUs. Alternatively, CUFFT is a GPU-accelerated
implementation of the FFT algorithm relying on the CUDA
architecture. In [11], it has been shown that CUFFT highly
outperforms FFTW which makes CUFFT library the optimum
selection for implementing FFT operations for any applica-
tions. Unfortunately, this library doesn’t provide an off-the-
shelf FFT-Shift function; which limits its usage to a certain
degree. In turn, if this operation is mandatory in the application
pipeline, one has to either write a specific CUDA kernel that
should handle this operation or send back the resulting arrays
from the FFT plans to the CPU to have them shifted and
then send them back to the GPU. Writing a user-specific
kernel to implement this operation for 1D signals is relatively
flexible and straight forward, but doing this step for multi-
dimensional, basically 2D/3D, signals mapped into 1D arrays
is tedious. Additionally, the alternative approach for doing the
FFT-Shift by downloading the resulting data from the FFT plan
to the CPU, shifting it, and then uploading it back to the GPU
introduces high latency, performance limits and also breaks
the accelerated application pipeline. As a consequence, a well-
designed FFT-Shift module for multi-dimensional flat arrays
is mandatory to facilitate writing image processing pipelines
running entirely on the GPUs exploiting its high bandwidth
and parallel architecture.

B. Case Study : Fourier Volume Rendering

Our selected case study can demonstrate the purpose of
the presented work if a high performance implementation for
the Fourier volume rendering pipeline on the GPU is desired.
This rendering pipeline’s working by switching its rendering
stage into the frequency domain where the spectrum of the
dataset is obtained in a pre-processing step. Afterwards, and
during the rendering loop, a k-space 2D projection-slice is
extracted from the 3D spectral volume and back transformed
to the spatial domain to have the final projection image getting
reconstructed. As a significant technique in medical imaging,
it has been used widely in digital radiography during the past
20 years. Fig. 1 shows x-ray-like projections generated form
this rendering pipeline. In this pipeline, FFT-Shift operation
is executed three times: on a real 3D spatial-volume, on a
complex 3D spectrum and finally on a 2D real image. Most
of the stages of this pipeline could be implemented easily on
the GPU except the FFT-Shifts. In turn, an efficient multi-
dimensional FFT-Shift implementation on the GPU is crucial
for leveraging the performance of this pipeline.

Figure 1. Reconstructions for a Medical data-set from the Fourier Volume
Rendering (FVR) algorithm with different intensity scaling factors.

C. GPU & CUDA

GPUs are dedicated to handle graphics primitives no more.
Thanks to the rapid evolution of their supporting APIs that
made it straightforward to access their underlying powerful
parallel architecture to address different categories of data
parallel algorithms to be handled efficiently by this platform.
The GPU is designed to process a huge amount of floating
point operations in parallel relying on hundreds of computing
cores running concurrently. This can be illustrated in Fig.
2 by the side by side comparison between the CPU and
the GPU architectures. CUDA is a general-purpose parallel
computing architecture that delivers a novel parallel program-
ming paradigm and a new instruction set architecture that can
easily leverage the parallel power of the computing engine
embedded in the CUDA-enabled GPUs to solve complex
scientific and engineering applications. It becomes straightfor-
ward to decompose the computations into fine-grained threads
and execute theses threads on the device in parallel. CUDA
refers to the software platform and the hardware architecture
used to execute the kernels. A kernel launches thousands of
threads for parallel execution organized in three levels: grids,
blocks, and warps. The grids are two- or three-dimensional
arrangements of threads blocks where every block consists
of an upper limit of threads 512 or 1024 depending on the
compute capability version of the device, and finally each
group of threads form a wrap. Such architecture is called
Single Instruction Multiple Thread (SIMT); which allows the
GPU to execute single instruction on multiple concurrent
threads operating on different data. Every running thread has
access to some built-in variable assigned by the CUDA run
time system and used for thread indexing. CUDA also has an
efficient memory hierarchy divided in global, shared, register,
texture, and constant memory.

III. IMPLEMENTATION

To guarantee full compatibility with the CUFFT library,
our implementation considers direct operation on the resulting
flat arrays from the CUFFT plans for different data types
such as cufftReal, cufftDouble, cufftComplex and
cufftDoubleComplex. It is also backward compatible to
run on CUDA devices with compute capability of 1.1 that
support only 2D grids and maximum overall block size of
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Figure 2. CPU and GPU architectures in comparison.

512 threads per block. The implementation is also automated
to detect the optimum block and grid configurations for the
different sizes. To have the kernel execution times optimized,
the implementation considers also adaptable block size for
arrays less than 162 or 163, and fixed block size of 162 for
larger arrays. However, as a limitation of this implementation,
it works only with powers-of-two unified-dimensions arrays.
This condition implies zero padding the input array if it has
non-unified dimensions or at least one of its dimensions is
non-power-of-two.

For the 2D case, the 2D flat array is decomposed into
4 quadrants (Q1 ↔ Q4 & Q2 ↔ Q3) at which the 1D
index of each element in the array is known a priori. During
kernel execution, this element is indexed and replaced by its
corresponding element of the complementary quadrant of the
array. Fig. 3 illustrates how the 2D flat array is decomposed
into 4 quadrants and how this array is logically mapped into a
flat array. For the 3D case, the same logic followed in the 2D
case has been used here to handle the 3D array after slicing
it into a stack of 2D slices at which each kernel execution
iteration handles only a single element in a 2D slice until
getting the volume stack processed. This implies executing
N kernels on the N2 slices composing the volume instead of
executing a single kernel for handling the whole volume. This
approach is used as a workaround to overcome the limited
capabilities of CUDA devices that don’t support 3D grids;
yet, it is more efficient taking into considerations the available
resources per kernel like the number of instructions per kernel
and the amount of local memory per thread. Fig. 4 shows
how the 3D array (allocated in the memory as a flat array)
is being divided into a stack of N 2D slices where each slice
is decomposed into 4 quadrants Q[1−4] and processed in a
single kernel execution. Algorithms 1 & 2 explain in details
the FFT_SHIFT_2D FFT_SHIFT_3D kernels. Note that
the variables BLOCKIDX, BLOCKWIDTH and THREADIDX are
built-in variables calculated by the CUDA runtime system on
the fly [12].

IV. RESULTS & DISCUSSION

Our implementation was tested on a workstation shipped
with an Intel Core i7 CPU running at 3.20 GHz, 12 GB of
DDR3 and an NVIDIA GeForce GTX 570 GPU containing
1GB of DDR5 and 480 CUDA cores. Benchmarking results
are reported for a single-threaded naive CPU implementation
and compared to our proposed GPU-based implementation.

Algorithm 1 FFT_SHIFT_2D(input,N)
Require: size of input = N2

eq1← ((N ∗N)+N)/2
eq2← ((N ∗N)−N)/2
x← BLOCKIDX.x∗ BLOCKWIDTH+ THREADIDX.x
y← BLOCKIDX.y∗ BLOCKHEIGHT+ THREADIDX.y
index← (y∗N)+ x
if index in Q1 then

out put[index]← input[index+ eq1]
else if index in Q2 then

out put[index]← input[index+ eq2]
else if index in Q3 then

out put[index]← input[index− eq2]
else if index in Q4 then

out put[index]← input[index− eq1]
end if
return (out put)

Algorithm 2 FFT_SHIFT_3D(input,N)
Require: size of input = N3

for z← 0 to (N−1) do
eq1← ((N ∗N ∗N)+(N ∗N)+N)/2
eq2← ((N ∗N ∗N)+(N ∗N)−N)/2
eq3← ((N ∗N ∗N)− (N ∗N)+N)/2
eq4← ((N ∗N ∗N)− (N ∗N)−N)/2
x← BLOCKIDX.x∗ BLOCKWIDTH+ THREADIDX.x
y← BLOCKIDX.y∗ BLOCKHEIGHT+ THREADIDX.y
index← (z∗ (N ∗N))+(y∗N)+ x
if z < N/2 then

if index in Q1 then
out put[index]← input[index+ eq1]

else if index in Q2 then
out put[index]← input[index+ eq2]

else if index in Q3 then
out put[index]← input[index+ eq3]

else if index in Q4 then
out put[index]← input[index+ eq4]

end if
else

if index in Q1 then
out put[index]← input[index− eq4]

else if index in Q2 then
out put[index]← input[index− eq3]

else if index in Q3 then
out put[index]← input[index− eq2]

else if index in Q4 then
out put[index]← input[index− eq1]

end if
end if

end for
return (out put)
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Figure 3. Dividing the 2D image into 4 quadrants Q[1−4] and mapping the
divisions into a flat array containing the 2D image data where Q1&Q2 are
swapped with Q4&Q3 respectively.
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Figure 4. Shifting the 3D volume by slicing the volume into N 2D stacks
or slices of size N2 and processing each slice individually by a single kernel
exeecution.

We also consider adding the data transfer (upload/download)
time between the CPU and the GPU.

Fig. 5 & Fig. 6 show the timing benchmarks for the
FFT_SHIFT_2D and FFT_SHIFT_3D modules respectively.
In the 2D case and considering only the FFT-Shifting operation
without adding the data transfer time, the CPU implementation
outperforms the GPU one for arrays less than 642. For larger
arrays, the GPU implementation highly exceeds the CPU
implementation to achieve a speed-up of 65X for a 2D array of
size 40962. The 3D case works in a similar fashion where the
CPU implementation outperforms the GPU one for arrays less
than 323 and the GPU implementation starts to excel for larger
arrays until gaining a speed-up of 219X for a 3D array of size
2562. Taking into consideration the data transfer time between
the GPU and the CPU to be added to the CPU implementation,
the GPU excels the CPU for all the cases.

V. CONCLUSIONS

We present a high performance implementation of multi-
dimensional (2D/3D) FFT-Shift modules on CUDA-enabled
GPUs. It gives the opportunity for leveraging the performance
of applications involving FFT operations to run entirely on
the GPU. It achieves speed-ups of 65X & 219X for 2D & 3D
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Figure 5. Benchmarking results for the FFT_Shift_2D module on the CPU,
the GPU and the CPU combined with the memory transfer time between the
CPU and the GPU.
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Figure 6. Benchmarking results for the FFT_Shift_3D module on the CPU,
the GPU and the CPU combined with the memory transfer time between the
CPU and the GPU.

arrays respectively considering the time needed to transfer the
data between the CPU and the GPU.

VI. FUTURE WORK

As a future work, texture memory can be used as an alter-
native to the global memory to exploit their low latency for
spatially-localized elements. Additionally, our implementation
should consider handling arrays of non-unified dimensions to
reduce the time needed for zero-padding the input arrays to
fit the dimension uniformity condition.
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