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Abstract—Volume rendering became a crucial and significant
tool in the medical field. This was due to the rapid evolution
of imaging modalities such as Magnetic Resonance Imaging
(MRI) machines, Computed Tomography (CT) scanners. Volume
rendering techniques vary from category to another depending
basically on the employed modality and eventually on the target
application. Although spatial-domain volume rendering tech-
niques have gained a wide acceptance during the past decades,
however, they suffer from performance bottlenecks due to their
O(N3) complexity for a volume of size N3 . Fourier Volume
Rendering (FVR) is an alternative technique that works on the
k-space representation of the volume with reduced complexity of
O(N2logN) for generating projection images of the spatial volume
that look like X-ray ones. In this work, a functional hybrid
implementation of the FVR pipeline on Central Processing Units
(CPUs) and Graphics Processing Units (GPUs) is presented.

Keywords—Volume Rendering, Fourier Volume Rendering,
Projection-Slice Theory, X-ray Rendering, OpenGL.

I. INTRODUCTION

Volume visualization is a great tool for the exploration of
scientific and medical data. Several volume visualization tech-
niques exist, but the main two categories are volume rendering
and surface rendering. Volume rendering has gained wide
acceptance in some applications such as medical imaging,
scientific visualization, fluid dynamics, to name a few. Volume
rendering techniques are diverse, but the most common tech-
niques or algorithms are implemented in spatial domain, how-
ever such algorithms face some challenges due to their O(N3)
complexity. Fourier Volume Rendering (FVR) is an alternative
rendering technique that works on a volume of size N3 with
reduced complexity of N2logN. This technique turns out to
be one of the preferred techniques for medical applications,
because physicians are well-trained in interpreting X-ray-like
images for diagnosis [1]. The primary objective of this work
is to construct the basic functional pipeline running on hybrid
platforms considering mainly the Central Processing Units
(CPUs) & Graphics Processing Units (GPUs). This pipeline
is designed to be extensible as easy as possible. Although it
lacks depth cues or shading techniques, but it could be seam-
lessly extended to support further classification and quality
enhancement modules. This mission might be investigated in
a future work or undertaken by future researchers.

II. PREVIOUS WORK

In 1992, volume rendering using the frequency domain
was introduced by Levoy [2]. In [3], Malzbender provides
his implementation details with different discrete transforms
and also investigated various high quality resampling filters
in the frequency domain. During that time, it gained a sig-
nificant attraction as it was capable of generating projections
of 3D volumes an order of magnitude faster than ordinary
spatial domain techniques, however it lacked occlusion in
the resulting projection images. In 1993, this technique was
enhanced and further extended by adding missing depth and
shape cues in the basic technique by Totsuka and Levoy [4].
In [5], and as an alternative tool to Fourier transform, Hartley
transform was utilized to switch between spatial and frequency
domains. It is thought to be more suitable in this context,
since it entails using real data in both domains, and thus it
has significant results on reducing the memory requirements
of the algorithm. Although the lack of adequate illumination
models was one of the impediments for the wide spread
acceptance of FVR, but this problem was resolved in 2003 by
Entezari et al. [6]. They incorporated two viable illumination
models into the rendering pipeline of the basic algorithm.
The first method adapts a gamma corrected hemispherical
shading by constant diffusive light sources and the other
method allows for illumination under varying light direction.
FVR suffered from reduced reconstruction quality limiting its
usefulness in particular medical applications. In [7], a solution
for enhancing FVR using contour extraction is proposed. It
supported extracting material boundaries on surfaces in the
Fourier space.

III. THEORY

The projection-slice theory links the projections of multi-
dimensional data to their frequency transforms, i.e. one can
obtain the spatial projection of a multi-dimensional object us-
ing its frequency spectrum in a flexible manner. This technique
was originally derived by Barcewell in 1956 for solving radio
astronomy problem, but later it has been widely used in the
analysis of medical CT scans [8]. Working on 3D data, the
projection-slice theorem is defined to state that the 2D Fourier

transform of a projection of a 3D volume at an arbitrary

angle θ , is equivalent to a 2D plane passing through the

origin of the 3D frequency spectrum of that volume at the
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same angle θ [10]. In other words, the inverse transform for
a slice extracted from the frequency domain representation of
a 3D volume yields a projection of the volume in a direction
perpendicular to that slice.

Assuming a 3D object having a continuous distribution
function f (x,y,z) and its Fourier transform F(kx,ky,kz), the
parallel projection of the object f (x,y,z) can be computed by
evaluating F(kx,ky,kz) along a plane defined by an arbitrary
orthonormal vectors Wu & Wv where

Wu = (kux,kuy,kuz) (1)
Wv = (kvx,kvy,kvz) (2)

yielding a projection-slice in the frequency domain P(ku,kv)
where

P(ku,kv) = F(kuxku + kvxkv,kuyku + kvykv,kuzku + kvzkz) (3)

Taking the 2D inverse Fourier transform of P(ku,kv) gives
the final projection of the volume p(u,v)

p(u,v) =
∫ ∞

−∞

∫ ∞

−∞
P(ku,kv) e2πi(uku+vkv) dku dkv (4)

IV. ALGORITHM

Basically, the FVR algorithm can be split into two consecu-
tive stages: a preprocessing stage; which prepares the spectral
volume (or the 3D frequency spectrum of the volume) for
slicing, and a rendering loop at which the projection-slice is
extracted, resampled, and then back-transformed to the spatial
domain to generate the final projection image. The algorithm
– graphically illustrated by Fig. 1 – can be summarized in the
following points:

1) After loading a 3D dataset of interest, a 3D wrapping-
around (FFT shift) operation for this spatial volume is
performed to set its center at the origin of the 3D space.

2) The spatial volume is Fourier-transformed to obtain its
3D frequency spectrum.

3) Similarly, another 3D wrapping-around operation for the
obtained 3D frequency spectrum is performed to center
its DC component at the origin of the 3D frequency
space.

4) A 2D projection-slice passing through the origin of the
3D frequency spectrum – with a normal parallel to the
viewing direction – is carefully extracted.

5) To reduce the reconstruction artifacts, the projection-
slice is resampled.

6) Then, the resampled projection-slice is back-transformed
to the spatial domain by inverse 2D Fourier transform.

7) Another 2D wrapping-around operation is performed
on the resulting image from the inverse transformation
generating the final reconstructed image that represents
a perpendicular projection of the 3D volume on the
viewing direction.

8) Changing the viewing angle implies rotating the 3D
spectrum by the same angle such that a different
projection-slice is extracted. So, and until its termina-
tion, the rendering loop is continuously repeated going

through steps 5, 6 and 7.
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Figure 1. Graphical illustration for Fourier volume rendering algorithm.

V. IMPLEMENTATION

Function-wise, the algorithm could be split into two cores
or contexts: a computational context, and a rendering context.
Cooperatively, both contexts complement each other function-
ally, but from the sequence point of view, they are overlapping
and one must switch from one context to the other to follow
the pipeline. This functional classification of the pipeline into
computational and rendering contexts implies employing the
CPU as a computing platform for executing the computational
context and using the GPU to implement the rendering con-
texts exploiting the OpenGL rendering pipeline. This hybrid
pipeline, outlined by Fig. 2, starts by loading a single 3D
volume dataset; which must have a suitable size to fit in the
GPU memory. To avoid performance losses associated with
old GPUs that don’t support efficient manipulation of arrays
with non-power-of-two sizes [11], a zero-padding operation is
mandatory to adjust the size of the volume to be a power-
of-two in each dimension. To remove the periodic copies
of the volume in the spatial domain due to the resampling
operation in the frequency domain, one more spatial zero-
padding operation is performed. Accompanied with using a
good reconstruction filter, this spatial zero-padding operation
is very critical to minimize the errors introduced by inexact
reconstruction filters occur in all three dimensions to the
original data set [3]. Having the 3D volume ready to be
processed, a 3D wrapping-around (or FFT shift) operation is
performed on the volume to adjust its spatial locality. Using
the FFTW library [12], a 3D forward FFTW plan is created
and executed to generate the 3D frequency spectrum of the
volume. This generated spectrum is shifted. In turn, another
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Figure 2. Hybrid Fourier Volume rendering pipeline where the computational
context is executed on the CPU and the rendering contexts are implemented
on the GPU employing its OpenGL pipeline.

3D wrapping-around operation for this spectral volume is
performed to center its DC component at the origin of the 3D
k-space. In this stage, the spectral volume is ready for slicing,
but it requires a context switching to perform this stage in
an off-screen rendering context using 3D and 2D OpenGL
textures with two components (RG) to represent the spectral
volume and the extracted projection-slice respectively. An
OpenGL context is created and a 3D OpenGL texture object
is allocated on the GPU memory, then the array that contains
the 3D spectrum is uploaded to to the GPU to reside in this
texture object. Then, we switch to the rendering context by
loading the first off-screen OpenGL context, illustrated in Fig.
3, such that a 2D projection-slice is extracted by intersecting a
polygon having the same size of the reconstructed projection
with the 3D spectrum texture. The resulting projection-slice
from this intersection operation is stored in a 2D texture object
attached to a frame buffer object. Afterwards, we switch again
to the computational context on the CPU to read back the
frame buffer object and pack the resulting slice into a 2D
complex array. On the CPU side, the extracted projection-
slice is resampled by convolving it with a reconstruction filter.
Then, an inverse 2D FFTW plan is created and executed to
generate a shifted projection image. Another 2D wrapping-
around operation is performed on this image to set its origin
at the center of the array rather than being at its corner. A 2D
texture object is allocated on the GPU prior to switching back
to another OpenGL on-screen rendering context. This context
is illustrated in Fig. 4. The reconstructed image is uploaded to

this texture object and mapped to a proxy polygon to finally
display the reconstructed image.

OFF-SCREEN 
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2D TEXTURE 
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Figure 3. Off-screen OpenGL rendering context for extracting the projection
slice and reading it back by the CPU.
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Figure 4. On-screen OpenGL rendering context which renders the final
projection image using OpenGL 2D texture.

VI. RESULTS

Fig. 5 shows the reconstruction results of the visible human
male dataset [13] with size of 2563 with two intensity scaling
factors. Fig. 6 shows the effect of using different interpolation
schemes on the reconstruction quality of the projection. In
Fig. (6-a), a nearest-neighbor interpolation scheme is used
while a tri-linear interpolation scheme is used in (b). These
basic interpolation schemes are natively supported by OpenGL
textures. However for maximally reducing the aliasing, a high-
order interpolation scheme is highly recommended . In Fig. 7,
we show how a windowed-sinc interpolation filter with zero-
padding will radically improve the reconstruction quality of
the projection image. For this filter, we used a Hammning [14]
window function of width 5. Fig. (7-a) shows a projection of
the full volume. In (b), a perpendicular projection for a smaller
sub-volume without zero-padding is reconstructed . In (c), the
overlapping is very apparent in the reconstructed projection
after rotating the volume composed in (b) by 45 degrees. In
(d), the volume is zero-padded and a high-order reconstruction
filter is used to completely get rid of the overlapping copies.

VII. CONCLUSIONS

A functional hybrid implementation for the FVR pipeline
on the CPU and the GPU is presented. The computational
context is implemented on the CPU while the rendering ones
are implemented on the GPU. The communication between the
different contexts is clearly illustrated to resolve scalability is-
sues for extending this implementation. Different interpolation
schemes are also discussed. However, it didn’t consider perfor-
mance issues since it targeted mainly constructing the pipeline
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Figure 5. Reconstruction results of our FVR pipeline with projection-slice
resolution of 2562 for the visible human male dataset [13] with different
projection intensities. Sagittal and axial projections are reconstructed in (a)
and (b) respectively.

a b 

Figure 6. Basic interpolation schemes supported by OpenGL 3D textures.
Nearest-neighbor interpolation with apparent artifacts (a) and tri-linear in-
terpolation with better reconstruction quality (b). Switching the interpolation
scheme from Nearest-neighbor to tri-linear reduces the reconstruction perfor-
mance significantly.

and validating the results to have performance improvements
to come later.

VIII. FUTURE WORK

This work could be extended by applying different transfer
functions and depth cues to resolve the spatial occlusion
problems. Also, this pipeline could be distributed to support
larger volumes by running on a visualization cluster consider-
ing decomposing large volumes into smaller sub-volumes and
operating on each sub-volume individually and communicating
all the rendering threads to eventually generate the final
reconstructed projection.
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