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Agents
An agent is an entity that perceives and acts

An agent is anything that can be viewed as 
perceiving its environment through sensors and 
acting upon that environment through actuators

Human agent: 
eyes, ears, and other organs for sensors; 
hands,legs, mouth, and other body parts for actuators

Robotic agent: 
cameras and infrared range finders for sensors;
various motors for actuators



• Percept refers to the agent’s perceptual 
input at a given instant

• Percept Sequence is a complete history of 
percepts.





Agents and environments

• The agent function maps from percept histories to 
actions:

[f: P*à A]

• The agent program runs on the physical architecture to 
produce f

• agent = architecture + program



E.g., vacuum-cleaner world



E.g., vacuum-cleaner world

• Percepts: location and 
contents, e.g., [A, 
Dirty]

• Actions: Left, Right, 
Suck, NoOp

iRobot Corporation
Founder Rodney Brooks (MIT)

Agent / Robot



Vacuum-cleaner world

Percepts: location and contents, e.g., 
[A,Dirty]

Actions: Left, Right, Suck, NoOp



A vacuum-cleaner function
Percept Sequence Action
[A, Clean] Right
[A, Dirty] Suck
[B, Clean] Left
[B, Dirty] Suck
[A, Clean], [A, Clean] Right
[A, Clean], [A, Dirty] Suck
…



function REFLEX-VACUUM-AGENT ([location, status]) return an action
if status == Dirty then return Suck
else if location == A then return Right
else if location == B then return Left

The Vacuum-cleaner world



Rational agents
An agent should strive to "do the right thing", based on 

what it can perceive and the actions it can perform. The 
right action is the one that will cause the agent to be 
most successful

Performance measure: An objective criterion for success of 
an agent's behavior

E.g., performance measure of a vacuum-cleaner agent 
could be amount of dirt cleaned up, amount of time 
taken, amount of electricity consumed, amount of noise 
generated, etc.



Rational agents

Rational Agent: For each possible percept 
sequence, 

a rational agent should select an action that 
is expected to maximize its performance 
measure, 

given the evidence provided by the percept 
sequence and whatever built-in knowledge 
the agent has.



Rational agents
Rationality is distinct from omniscience (all-

knowing with infinite knowledge)

Agents can perform actions in order to modify 
future percepts so as to obtain useful information 
(information gathering, exploration)

An agent is autonomous if its behavior is 
determined by its own experience (with ability to 
learn and adapt)



Rationality
The proposed definition requires:

• Information gathering/exploration
– To maximize future rewards

• Learn from percepts
– Extending prior knowledge

• Agent autonomy
– Compensate for incorrect prior knowledge



The nature of environments: 
PEAS

PEAS: Performance measure, Environment, Actuators, 
Sensors

Must first specify the setting for intelligent agent design

Consider, e.g., the task of designing an automated taxi 
driver:

– Performance measure
– Environment
– Actuators
– Sensors



The nature of environments: 
PEAS

Must first specify the setting for intelligent agent design

Consider, e.g., the task of designing an automated taxi 
driver:

– Performance measure: Safe, fast, legal, comfortable trip, 
maximize profits

– Environment: Roads, other traffic, pedestrians, customers
– Actuators: Steering wheel, accelerator, brake, signal, horn
– Sensors: Cameras, sonar, speedometer, GPS, odometer, engine 

sensors, keyboard

– PEAS: Performance measure, Environment, Actuators, Sensors



PEAS

Agent: Medical diagnosis system
– Performance measure: Healthy patient, 

minimize costs, lawsuits
– Environment: Patient, hospital, staff
– Actuators: Screen display (questions, tests, 

diagnoses, treatments, referrals)
– Sensors: Keyboard (entry of symptoms, 

findings, patient's answers)

– PEAS: Performance measure, Environment, Actuators, Sensors



PEAS

Agent: Part-picking robot
– Performance measure: Percentage of parts in 

correct bins
– Environment: Conveyor belt with parts, bins
– Actuators: Jointed arm and hand
– Sensors: Camera, joint angle sensors

– PEAS: Performance measure, Environment, Actuators, Sensors



Environment types
• Fully observable (vs. partially observable): An agent's 

sensors give it access to the complete state of the 
environment at each point in time.

• Deterministic (vs. stochastic): The next state of the 
environment is completely determined by the current state 
and the action executed by the agent. (If the environment is 
deterministic except for the actions of other agents, then 
the environment is strategic)

• Episodic (vs. sequential): The agent's experience is divided 
into atomic "episodes" (each episode consists of the agent 
perceiving and then performing a single action), and the 
choice of action in each episode depends only on the 
episode itself.



Environment types
• Static (vs. dynamic): The environment is unchanged 

while an agent is deliberating. (The environment is 
semidynamic if the environment itself does not change 
with the passage of time but the agent's performance 
score does)

• Discrete (vs. continuous): A limited number of distinct, 
clearly defined percepts and actions. In Continuous, 
many percepts and actions.

• Single agent (vs. multiagent): An agent operating by 
itself in an environment.



Environment types
Chess with Chess without Taxi driving 
a clock a clock

Fully observable Yes Yes No 
Deterministic Strategic Strategic No 
Episodic          No No No 
Static Semi Yes No 
Discrete Yes Yes No
Single agent No No No 

• The environment type largely determines the agent design

• The real world is (of course) partially observable, stochastic, 
sequential, dynamic, continuous, multi-agent



Environment types

• The simplest environment is
– Fully observable, deterministic, episodic, 

static, discrete and single-agent.
• Most real situations are:

– Partially observable, stochastic, sequential, 
dynamic, continuous and multi-agent.



Agent functions and programs

• An agent is completely specified by the 
agent function mapping percept 
sequences to actions

• One agent function (or a small 
equivalence class) is rational

• Aim: find a way to implement the rational 
agent function concisely



Table-lookup agent
Function TABLE-DRIVEN_AGENT(percept) returns an action

static: percepts, a sequence initially empty
table, a table of actions, indexed by percept sequence

append percept to the end of percepts
action¬ LOOKUP(percepts, table)
return action

• Drawbacks:
• Huge table
• Take a long time to build the table
• No autonomy
• Even with learning, need a long time to learn the 

table entries



Percepts: robot senses it’s location and “cleanliness.”
So, location and contents, e.g., [A, Dirty], [B, Clean].
With 2 locations, we get 4 different possible sensor inputs.

Actions: Left, Right, Suck, NoOp

Toy example:
Vacuum world.



• Action sequence of length K, gives 4^K 
different possible sequences.

• At least many entries are needed in the 
table. So, even in this very toy 

• world, with K = 20, you need a table with 
over 4^20 > 10^12 entries.

• In more real-world scenarios, one would 
have many more different

• percepts (eg many more locations), e.g., 
>=100. There will therefore be

Table-lookup agent



• 100^K different possible sequences of length K. 
For K = 20, this would

• require a table with over 100^20 = 10^40 entries. 
Infeasible to even store.

• So, table lookup formulation is mainly of 
theoretical interest. For practical agent systems, 
we need to find much more compact 
representations. For example, 

• logic-based representations, Bayesian net 
representations,

• or neural net style representations, or use a 
different agent architecture,

• e.g., “ignore the past” --- Reflex agents.

Table-lookup agent



Agent types

Four basic types in order of increasing 
generality:

• Simple reflex agents
• Model-based reflex agents
• Goal-based agents
• Utility-based agents



The vacuum-cleaner world

function REFLEX-VACUUM-AGENT ([location, status]) return an action
if status == Dirty then return Suck
else if location == A then return Right
else if location == B then return Left

Reduction from 4T to 4 entries



Simple reflex agents

• Select action on the basis of 
only the current percept.
– E.g. the vacuum-agent

• Large reduction in possible 
percept/action 
situations(next page). 

• Implemented through 
condition-action rules
– If dirty then suck



Simple reflex agent
function SIMPLE-REFLEX-AGENT(percept) returns an action

static: rules, a set of condition-action rules

state ¬ INTERPRET-INPUT(percept)
rule ¬ RULE-MATCH(state, rules)
action ¬ RULE-ACTION[rule]
return action

Will only work if the environment is fully observable 
otherwise infinite loops may occur.



Model-based reflex agents

• To tackle partially observable
environments.
– Maintain internal state

• Over time update state using 
world knowledge
– How does the world 

change. 
– How do actions affect 

world.
Þ Model of World



Model-based reflex agents

function REFLEX-AGENT-WITH-STATE(percept) returns an 
action

static: rules, a set of condition-action rules
state, a description of the current world state
action, the most recent action.

state ¬ UPDATE-STATE(state, action, percept)
rule ¬ RULE-MATCH(state, rule)
action ¬ RULE-ACTION[rule]
return action



Goal-based agents

• The agent needs a goal to 
know which situations are 
desirable.
– Things become difficult 

when long sequences of 
actions are required to find 
the goal.

• Typically investigated in 
search and planning
research.

• Major difference: future is 
taken into account

• Is more flexible since 
knowledge is represented 
explicitly and can be 
manipulated.



Utility-based agents
• Certain goals can be 

reached in different ways.
– Some are better, have a 

higher utility.
• Utility function maps a 

(sequence of) state(s) onto a 
real number.

• Improves on goals:
– Selecting between 

conflicting goals
– Select appropriately 

between several goals 
based on likelihood of 
success.



Learning agents

• All previous agent-programs 
describe methods for 
selecting actions.
– Yet it does not explain the 

origin of these programs. 
– Learning mechanisms can 

be used to perform this task.
– Teach them instead of 

instructing them.
– Advantage is the robustness 

of the program toward 
initially unknown 
environments.



Summary: Intelligent Agents
• An agent perceives and acts in an environment, has an architecture, and 

is implemented by an agent program. 
• Task environment – PEAS (Performance, Environment, Actuators,

Sensors)
• The most challenging environments are inaccessible, nondeterministic, 

dynamic, and continuous.
• An ideal agent always chooses the action which maximizes its expected 

performance, given its percept sequence so far.
• An agent program maps from percept to action and updates internal 

state. 
– Reflex agents respond immediately to percepts. 

• simple reflex agents
• model-based reflex agents

– Goal-based agents act in order to achieve their goal(s). 
– Utility-based agents maximize their own utility function. 

• Agents can improve their performance through learning.



Problem Solving Using 
Search



Problem-Solving Agent

environment
agent

?

sensors

actuators



Problem-Solving Agent

environment
agent

?

sensors

actuators
• Formulate Goal 
• Formulate Problem

•States
•Actions

• Find Solution



Example Problem

Start Street

Street with
Parking



Looking for Parking
• Going home; need to find street parking
• Formulate Goal:

Car is parked
• Formulate Problem:

States: street with parking and cars at that 
street

Actions: drive between street segments
• Find Solution:

Sequence of street segments, ending with a 
street with parking



Problem Formulation

Start Street

Street with
Parking

Search
Path



City Bridge System



Graph theory: The City Map 
• The city is divided by a river. There are 

two islands at the river. The first island is 
connected by two bridges to both 
riverbanks and is also connected by a 
bridge to the other island. The second 
island two bridges each connecting to one 
riverbank. 

• Question: Is there a walk around the city 
that crosses each bridge exactly once?

• Swiss mathematician Leonhard Euler 
invented graph theory to solve this 
problem.



Graph of the city bridge system



Definition of a graph
• A graph consists of
• A set of nodes (can be infinite)
• A set of arcs that connect pairs of 

nodes.
• An arc is an ordered pair, e.g.,

(i1, rb1),
(rb1, i1).



A Labeled Directed Graph



Definition of a graph (cont’d)
• A graph consists of nodes and arcs.
• If a directed arc connects N and M, 

N is called the parent, and M is 
called the child. If N is also 
connected to K, M and K are 
siblings.

• A rooted tree has a unique node 
which has no parents. The edges in 
a rooted tree are directed away from 
the root. Each node in a rooted tree 
has a unique parent.



A Rooted Tree, exemplifying 
family relationships



Definition of a graph (cont’d)
• A leaf or tip node is a node that has no children 

(sometimes also called a dead end).
• A path of length n is an ordered 

sequence of n+1 nodes such that 
the graph contains arcs from each 
node to the following ones.

E.g., [a b e] is a path of length 2.
• On a path in a rooted graph, a node 

is said to be an ancestor of all the 
nodes positioned after it (to its right), 
as well as a descendant of all nodes 
before it (to its left). 



Definition of a graph (cont’d)
• A path that contains any node more 

than once is said to contain a cycle
or loop.

• A tree is a graph in which there is a 
unique path between every pair of 
nodes.

• Two nodes are said to be connected
if a path exists that includes them 
both.



A unifying view (Newell and 
Simon)

• The problem space consists of:
• a state space which is  a set of states 

representing the possible configurations of 
the world

• a set of operators which can change one 
state into another

• The problem space can be viewed as a 
graph where the states are the nodes and 
the arcs represent the operators.



Searching on a graph 
(simplified)

• Start with the initial state (root)
• Loop until goal found
• Find the nodes accessible from the root



8 Puzzle Problem

1 4 3

7 6

5 8 2

1 4 3

7 6 2

5 8



State space of the 8-puzzle generated 
by “move blank” operations



State space search

• Represented by a four-tuple [N,A,S,GD], where:
• N is the problem space
• A is the set of arcs (or links) between nodes. 

These correspond to the operators.
• S is a nonempty subset of N. It represents the 

start state(s) of the problem.
• GD is a nonempty subset of N. It represents the 

goal state(s) of the problem. The states in GD 
are described using either:

a measurable property of the states
a property of the path developed in the
search (a solution path is a path from

node S to a node in GD )



The 8-puzzle problem as state space 
search

• States: possible board positions
• Operators: one for sliding each square in 

each of four directions,
or, better, one for moving the blank square 
in each of four directions

• Initial State: some given board position
• Goal tate: some given board position
• Note: the “solution” is not interesting 

here, we need the path.



State space of the 8-puzzle 
(repeated)



Traveling salesman problem  as state 
space search

• The salesman has n cities to visit and 
must then return home. Find the shortest 
path to travel.

• State Space:
• Operators: 
• Initial State:
• Goal State: 



An Instance of the Traveling 
Salesman Problem



Search of the traveling salesman 
problem. (arc label = cost from root)



Nearest neighbor path

Nearest neighbor path = AEDBCA (550)

Minimal cost path = ABCDEA (375)



Search Problem
• State space

– each state is an abstract representation of the 
environment

– the state space is discrete
• Initial state
• Successor function (Operators, Actions)
• Goal test
• Path cost



Search Problem
• State space
• Initial state
• Successor function:

– [state à subset of states]
– an abstract representation of the possible 

actions
• Goal test
• Path cost



Search Problem
• State space
• Initial state
• Successor function
• Goal test:

– usually a condition
– sometimes the description of a state

• Path cost



Search Problem

• State space
• Initial state
• Successor function
• Goal test
• Path cost:

– [path à positive number]
– usually, path cost = sum of step costs
– e.g., number of moves of the empty tile



Assumptions in Basic Search
• The environment is static
• The environment is discrete
• The environment is observable
• The actions are deterministic



Search Space Size
• AI Search typically does not realize the entire 

search graph or state space
• Example

– Scheduling CS classes such that every student in 
every program of study can take every class they 
wish



Search Space Size
• Scheduling CS classes such that every 

student in every program of study can 
take every class they wish

• States = ?
• State Space Size = ?
• Search Time = ?



Simple Agent Algorithm
Problem-Solving-Agent
1. initial-state ß sense/read state
2. goal ß select/read goal
3. successor ß select/read action models
4. problem ß (initial-state, goal, successor)
5. solution ß search(problem)
6. perform(solution)



Basic Search Concepts
• Search tree
• Search node 
• Node expansion
• Search strategy: At each stage it determines 

which node to expand



Node Data Structure
• STATE
• PARENT 
• ACTION
• COST
• DEPTH If a state is too large, it may

be preferable to only represent the
initial state and (re-)generate the
other states when needed



Fringe (Open)

• Set of search nodes that have not been 
expanded yet

• Implemented as a queue OPEN
– INSERT(node,OPEN)
– REMOVE(OPEN)

• The ordering of the nodes in OPEN defines 
the search strategy



Search Strategies
• A strategy is defined by picking the order of 

node expansion
• Performance Measures:

– Completeness – does it always find a solution if one 
exists?

– Time complexity – number of nodes 
generated/expanded

– Space complexity – maximum number of nodes in 
memory

– Optimality – does it always find a least-cost solution
• Time and space complexity are measured in 

terms of
– b – maximum branching factor of the search tree
– d – depth of the least-cost solution
– m – maximum depth of the state space (may be ∞)



Blind vs. Heuristic Strategies

• Blind (or uninformed) strategies do not 
exploit any of the information contained in 
a state

• Heuristic (or informed) strategies exploits 
such information to assess that one node 
is “more promising” than another



Blind Strategies

• Breadth-first
– Bidirectional

• Depth-first
– Depth-limited 
– Iterative deepening

• Uniform-Cost
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Breadth-first search:

• Move 
downward
s, level by 
level, until 
goal is 
reached.

S

A D

B D A E

C E E B B F

D F B F C E A C G

G
GG FC
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Breadth-first algorithm:
1. OPEN <-- path only containing the root;

2. WHILE OPEN is not empty
AND goal is not reached

DO remove the first path from the OPEN;
create new paths (to all children);
reject the new paths with loops;
add the new paths to back of OPEN;

3. IF goal reached
THEN success;
ELSE failure;



Breadth-First Strategy

New nodes are inserted at the end of OPEN

2 3

4 5

1

6 7

OPEN = (1)



Breadth-First Strategy

New nodes are inserted at the end of OPEN

OPEN = (2, 3)2 3

4 5

1

6 7



Breadth-First Strategy

New nodes are inserted at the end of OPEN

OPEN = (3, 4, 5)2 3

4 5

1

6 7



Breadth-First Strategy

New nodes are inserted at the end of OPEN

OPEN = (4, 5, 6, 7)2 3

4 5

1

6 7
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Completeness (breadth-first)

• COMPLETE

¥ Would even remain complete without our loop-
checking.
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Speed (breadth-first)
• If a goal node is found on depth d of the 

tree, all nodes up till that depth are 
created. 

Gb

d

¥ Thus:  O(bd) 
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Memory (breadth-first)

• Largest number of nodes in QUEUE is 
reached on the level d of the goal node.

Gb

d

G¥ QUEUE contains all         and        nodes.  
¥ In General: bd

¥ This usually is MUCH worse than depth-first !!



Evaluation

• b: branching factor
• d: depth of shallowest goal node 
• Complete
• Optimal if step cost is 1
• Number of nodes generated:

1 + b + b2 + … + bd = (bd+1 -1) /( b-1)
=O(bd)

• Time and space complexity is O(bd) 



Time and Memory Requirements
d #Nodes Time Memory
2 111 .01 msec 11 Kbytes
4 11,111 1 msec 1 Mbyte
6 ~106 1 sec 100 Mb
8 ~108 100 sec 10 Gbytes
10 ~1010 2.8 hours 1 Tbyte
12 ~1012 11.6 days 100 Tbytes
14 ~1014 3.2 years 10,000 Tb
Assumptions: b = 10; 1,000,000 nodes/sec; 100bytes/node



Bidirectional Strategy

2 OPEN queues: OPEN1 and OPEN2

Time and space complexity = O(bd/2) << O(bd)



Bidirectional Strategy
1. QUEUE1 <-- path only containing the root;

QUEUE2 <-- path only containing the goal;

2. WHILE both  QUEUEi are not empty
AND QUEUE1 and QUEUE2 do NOT share a state

DO remove their first paths;
create their new paths (to all children);
reject their new paths with loops;
add their new paths to back;

3. IF QUEUE1 and QUEUE2 share a state
THEN success;
ELSE failure;
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Depth-first algorithm
1. OPEN <-- path only containing the root;

2. WHILE OPEN is not empty
AND goal is not reached

DO remove the first path from the OPEN;
create new paths (to all children);
reject the new paths with loops;
add the new paths to front of OPEN;

3. IF goal reached
THEN success;
ELSE failure;
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Depth-first search
Chronological backtracking

• Select a child 
– convention: left-to-

right
• Repeatedly go to 

next child, as long as 
possible.

• Return to left-over alternatives 
(higher-up) only when needed.

B

C E

D F

G

S

A



Depth-First Strategy

New nodes are inserted at the front of OPEN

1

2 3

4 5

OPEN = (1)



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5

OPEN = (2, 3)



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5

open = (4, 5, 3)



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5



Depth-First Strategy

New nodes are inserted at the front of FRINGE

1

2 3

4 5
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Speed (depth-first)
• In the worst case: 

– the (only) goal node may be on the right-most 
branch, 

G

db

¥ Time complexity  ==  bd + bd-1 + … + 1 = (bd+1) -1
¥ Thus:  O(bd) (b – 1)
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Memory (depth-first)

• Largest number of nodes in QUEUE is 
reached in bottom left-most node.

• Example: d = 3,  b = 3 :

...

¥ QUEUE contains all         nodes.  Thus: 7.
¥ In General:  ((b-1) * d) + 1
¥ Order:  O(b*d)



Evaluation

• b: branching factor
• d: depth of shallowest goal node 
• m: maximal depth of a leaf node
• Complete only for finite search tree
• Not optimal
• Number of nodes generated:

1 + b + b2 + … + bm = O(bm) 
• Time complexity is O(bm) 
• Space complexity is O(bm)



Depth-Limited Strategy

• Depth-first with depth cutoff k (maximal 
depth below which nodes are not 
expanded)

• Three possible outcomes:
– Solution
– Failure (no solution)
– Cutoff (no solution within cutoff)



Iterative Deepening Strategy

Repeat for k = 0, 1, 2, …:
Perform depth-first with depth cutoff k

• Complete
• Optimal if step cost =1
• Time complexity is:

(d+1)(1) + db + (d-1)b2 + … + (1) bd = O(bd)
• Space complexity is: O(bd)



Comparison of Strategies

• Breadth-first is complete and optimal, but 
has high space complexity

• Depth-first is space efficient, but neither 
complete nor optimal

• Iterative deepening is asymptotically 
optimal



Repeated States

8-queens

No

assembly 
planning

Few

1 2 3
4 5

67 8

8-puzzle and robot navigation

Many



Avoiding Repeated States

• Requires comparing state descriptions
– Keep track of all generated states
– If the state of a new node already exists, then 

discard the node



Detecting Identical States

• Use explicit representation of state 
space

• Use hash-code or similar representation



Summary
• Search tree ¹ state space
• Search strategies: breadth-first, depth-

first, and variants
• Evaluation of strategies: completeness, 

optimality, time and space complexity
• Avoiding repeated states
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Heuristic searching
• All the previous searches have been blind 

searches
– They make no use of any knowledge of the 

problem
– If we know something about the problem, we 

can usually do much, much better
• Example: 15-puzzle

– For each piece, figure out how many moves 
away it is from its goal position, if no other 
piece were in the way

– The total of these gives a measure of distance 
from goal

– This is a heuristic measure
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Heuristics

• A heuristic is a rule of thumb for deciding 
which choice might be best

• There is no general theory for finding 
heuristics, because every problem is different

• Choice of heuristics depends on knowledge of 
the problem space
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Best-first searching

• Use the same basic search algorithm
• Choose from OPEN the “best” node, that is, 

the one that seems to be closest to a goal
• Generally, even very poor heuristics are 

significantly better than blind search, but...
• No guarantee that the best path will be 

found
• No guarantee on the space requirements
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15-puzzle 
• Consider one piece in the 15-puzzle

– If nothing were in the way, how many 
moves would it take to get this piece to 
where it belongs?

• This piece will have to be moved at least that many times to get 
it to where it belongs

• If we do this for every piece, and add up the moves, we get a 
(very) optimistic measure of how many moves it will take to solve 
the puzzle

• Suppose, from a given position, we try every possible single 
move (there can be up to four of them), and pick the move with 
the smallest sum

• This is a reasonable heuristic for solving the 15-puzzle

13 

13



119

A* algorithm
• Suppose:

– You keep track of the distance g(N) that each 
node N that you visit is from the start state

– You have some heuristic function, h(N), that 
estimates the distance between node N and a 
goal

• Then:
– f(N) = g(N) + h(N) gives you the (partially 

estimated) distance from the start node to a 
goal node

• The A* algorithm is: choose from OPEN the 
node N with the smallest value of f(N)
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A* formula: 
f(N) = g(N) + h(N)

n g(N) is the (known) 
distance from start to N

n h(N) is the (estimated) 
distance from N to a goal

n f(N) is just the sum of 
these

n f(N) is our best guess as 
to the distance from
start to a goal, passing 
through N

start

N

goal

f(N)

g(N)

h(N)
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How good is A*?
• Memory usage depends on the heuristic 

function
– If h(N) = constant, then A* = breadth-first
– If h(N) is a perfect estimator, A* goes straight 

to goal
– ...but if h(N) were perfect, why search?

• Quality of solution also depends on h(N)
• It can be proved that, if h(N) is optimistic

(never overestimates the distance to a 
goal), then A* will find a best solution 
(shortest path to a goal)
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A* applied to the 15-puzzle

• Remember, if h(N) is optimistic (never 
overestimates the distance to a goal), then 
A* will find a best solution (shortest path to 
a goal)

• Our heuristic for the 15-puzzle was 
optimistic

• Therefore, using A* will find a solution with 
the fewest possible moves
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IDA*
• A* may require exponential storage
• Solution: Iterative-deepening A* (IDA*)

– Just like Iterative Deepening, but...
– ...instead of using g(N) (the actual depth so 

far) to cut off searching...
– ...use f(N) (the estimated total depth)

• IDA* gives the same results as A*
• Since IDA* is basically a depth-first 

search, storage requirements are linear in 
length of path
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Conclusion

• Many (or most) problems in AI can be 
represented as state-space searches

• The best searches combine a basic blind 
search technique with heuristic knowledge 
about the problem space

• A* and its variations, especially IDA*, are 
the best heuristic search techniques 
known


